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Kurzfassung
Computernetzwerke gewinnen kontinuierlich an Durchsatz und Leistung.
Rund um die Uhr müssen Internetrouter hunderte an Gigabit Sekunde um
Sekunde verarbeiten. Dieser stetige technische Fortschritt geht zu Lasten
von signaturbasierten Network Intrusion Detection Systemen, deren Aufgabe es ist, Angriffe in Netzwerkverkehr zu erkennen. Diese Systeme sind
mit einigen Nachteilen behaftet. Zunächst können per Definition nur dann
Angriffe erkannt werden, wenn zuvor eine Signatur für einen Angriff erstellt
wurde. Weiters ist es häufig notwendig, im Zuge einer Integration die Netzwerktopologie zu verändern. All diesen Nachteilen soll im Rahmen dieser
Diplomarbeit begegnet werden.
Diese Diplomarbeit stellt einen Ansatz für ein induktives Network Intrusion Detection System vor. Die Eigenschaft der Induktion ermöglicht es dem
System, anhand von einmalig gelernten Angriffen zu verallgemeinern. Das
bedeutet, dass auch dem System unbekannte Angriffe erkannt werden können – unter der Bedingung, dass diese sich nur geringfügig von den gelernten
Angriffen unterscheiden. Auf diese Weise detektiert das System Angriffe,
indem es sie “wiedererkennt”, statt lediglich nach gespeicherten Signaturen
zu suchen. Das entwickelte System macht Gebrauch von one-class Support
Vector Machines als Analysemethode und flussbasierten Netzwerkdaten als
Datenquelle.
Das vorgestellte System beinhaltet einige Neuheiten. Nach bestem Wissen des Autors ist dies das erste System, das flussbasierte Netzwerkdaten
als Datenquelle mit Support Vector Machines als Analysemethode kombiniert. Zudem wird die one-class Support Vector Machine mit bösartigen, statt gutartigen Netzwerkdaten trainiert. Das erlaubt die Verteilung
einer einmalig generierten Support Vector Machine auf mehrere Netzwerke.
Schlussendlich sind flussbasierte Netzwerkdaten gut geeignet für hochperformante Netzwerke und können auch zur Analyse verwendet werden.
Die durchgeführten Testergebnisse dieser Diplomarbeit weisen darauf hin,
dass das vorgestellte Network Intrusion Detection System zufriedenstellende
Ergebnisse erzielt und somit eine vielversprechende Grundlage für weitere
Forschung bietet. Somit kann das System als angemessene Ergänzung zu
bestehenden signaturbasierten Systemen gesehen werden.
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Abstract
Computer networks steadily advance in terms of performance and throughput. Backbone nodes often have to deal with hundreds of gigabits second
after second. These advancements put heavy load on signature-based network intrusion detection systems whose purpose is to spot attacks in network
traffic. These systems have several drawbacks: Per definition, these systems
are only able to detect attacks for which signatures have been created before. Also, they often require network topology changes on deployment.
These disadvantages are to be solved in this thesis.
This thesis introduces an approach for an inductive network intrusion
detection system. The ability of induction enables the system to generalize
from a set of once learned attacks. This means that yet unknown attacks
can be detected as long as they are similar to already learned attacks. So
the system detects attacks by “recognising them” rather than by matching
for certain signatures. The proposed system makes use of one-class support
vector machines as analysis method and flow-based network data as data
source.
The proposed system comprises several novelties. On the one hand, to
the best of the author’s knowledge this is the first system which combines
network flows as data source with one-class support vector machines as analysis method. Furthermore, the system is trained with malicious rather than
with benign network flows. This allows the distribution of a once trained
one-class support vector machine to multiple networks. Finally, the usage of
network flows implies unproblematic deployment and adaptability in highperformance networks.
The evaluations conducted in this thesis show that the proposed network
intrusion detection system achieves satisfying results and provides a highly
promising foundation for further research. Hence, the introduced system can
be regarded as an adequate complement to signature-based network intrusion
detection systems.
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Chapter 1

Introduction
1.1

Motivation

The growth of the Internet did not just involve technological innovation and
the availability of information. With its rise, attackers emerged who made
use of the Internet to achieve their less glorious goals. Starting in the 1970s
with simple and mostly harmless computer viruses which were intended for
fun and annoyance, the threats quickly lost their harmless nature. The next
decades entailed elaborate viruses and computer worms which were able to
infect an enormous amount of machines in just a few seconds [67].
Today, the threats to which computer users are exposed are numerous:
botnets send tremendous amounts of spam mail day by day, trojan horses
and rootkits steal passwords and other confidential information and computer worms are not dependent on exploits in operating systems anymore
– nowadays they are also able to infect websites. Every new technological
innovation inevitably brings up new computer security threats. Thus one
can say that complexity can be regarded as the worst enemy of security as
pointed out by Schneier in [78, p. 90].
One of the very first approaches to counter attacks launched over or
against computer networks were NIDS’s (Network Intrusion Detection Systems). Basically, these systems make use of a database which contains so
called attack signatures. Monitored network traffic is matched against these
signatures and if a match is detected the respective network traffic is dropped
and reported. Per definition these systems are only able to detect attacks
for which attack signatures have been created before. New and previously
unseen attacks cannot be detected. Since new attacks arise almost every day,
the classical approach of signature-based detection is not sufficient anymore.
The concept of induction can be a solution to the problems of traditional
NIDS’s. The field of machine learning, to which induction can be counted,
has become increasingly interesting for science and industry within the last
years. Machine learning provides methods and concepts which follow a fun1
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damentally different approach than classical algorithms. Applied to NIDS’s
this approach allows to “learn” what computer attacks look like rather than
create a signature for each new attack.
The remainder of this thesis focuses on the idea of using methods in the
domain of machine learning to detect intrusions in network data in real-time.
Section 1.2 describes the hypothesis analysed by this thesis in detail.

1.2

Hypothesis

This section is meant to precisely clarify the contribution provided by this
thesis. The hypothesis to be analysed suggests that one-class SVMs (Support Vector Machines) trained with malicious network data are an adequate
method for detecting intrusions in flow-based network data.
At the base of this hypothesis is the assumption that methods in the
domain of machine learning provide security analysts with the tools necessary
to counter the disadvantages inherent to traditional approaches to network
intrusion detection. The powerful ability of generalisation should enable
NIDS’s based on machine learning methods to detect new and previously
unseen network attacks without needing a dedicated signature. One-class
SVMs are the machine learning method of choice to be analysed in this
thesis.
The one-class SVM is used together with flow-based network data as
data source. As past research indicates, flow-based network data is believed
to provide suitable information for attack detection. Also, flow-based data
brings with it significant advantages such as its lightweight nature which
clearly outperforms classical NIDS’s which analyse the packet payload.
Although similar research has been done before in this domain, this is
the first contribution which combines flow-based network data with oneclass SVMs as analysis technique. Also, the machine learning method used
is trained with the first publicly available flow-based data set for network
intrusion detection.
Finally, it is important to state that the proposed approach to network
intrusion detection is not meant to replace signature-based NIDS’s. Rather,
the author believes that it perfectly complements traditional NIDS’s by enhancing them with abilities such as the concept of generalisation.
The remainder of this thesis provides the evidence necessary to evaluate
the proposed hypothesis.

1.3

Related Work

Immeasurable work has already been done in the fields this thesis is based on.
This section gives an overview about related work which can be considered
as important for this thesis. All these contributions belong to one or more
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of the following fields: flow-based anomaly or intrusion detection, Internet
traffic classification, SVM-based network intrusion detection, and network
data sets used for training and testing machine learning models.
Anomaly and intrusion detection in flow-based network data is an active
and relatively young research topic. Recently researchers started to focus on
the flow-based approach for several reasons such as its lightweight nature and
scalability. The following paragraphs present contributions which deal with
either anomaly or intrusion detection and make use of network flows. In [82]
Sperotto et al. provide a comprehensive survey about current research in
the domain of flow-based network intrusion detection. Gao and Chen designed and developed a flow-based intrusion detection system in [40]. Their
approach is suitable for high-performance networks and is resilient against
DoS (Denial of Service) attacks. Shahrestani et al. [81] proposed a concept
for the detection of botnets in network flows. In addition, the concept included an approach for visualisation. In [37] Dübendorfer et al. developed a
framework intended for backbone monitoring and the detection of computer
worms. Muraleedharan et al. [69] investigated the use of the chi-square technique to detect anomalies in network flows. In [71] Nguyen et al. contributed
an approach for anomaly detection which is based on Holt-Winters forecasting. In [17] and [18] Androulidakis and Papavassiliou considered the effect of
intelligent flow-based sampling techniques on anomaly detection. Chapple et
al. [26] made use of statistical techniques for anomaly detection in network
flows. Finally, in [21] Barford and Plonka picked up a more general approach
and identified the statistical properties of anomalies in network flows.
Apart from anomaly and intrusion detection, the domain of Internet
traffic classification is also an active and important research topic for science
and industry. Section 4.2.1 of this thesis makes use of this technique to
assign network flows to specific protocols. In [50] Kim et al. compared
three different approaches to Internet traffic classification: the port-based,
behavior-based and machine-learning-based approach. The extensive results
were discussed in detail. Similar work has been done by Sena and Belzarena
[41] who used SVMs for early traffic classification. In [35] Dainotti et al.
used HMMs (Hidden Markov Models) for traffic classification.
Since SVMs are an elementary part of this thesis, this paragraph takes a
look at related work in which the authors made use of SVMs to detect anomalies or intrusions in network data. A comparison between supervised and unsupervised machine learning methods (including SVMs) has been drawn by
Laskov et al. [51]. In [52] Li and Teng performed anomaly detection based on
unsupervised SVMs. Furthermore, they proposed a new kernel function for
one-class SVMs. Similar work was contributed by Marnerides et al. in [64].
The authors proposed an architecture which makes use of U-SVMs (Unsupervised Support Vector Machines) for anomaly detection as well as attack
classification. Zhang and Shen focused on online training and proposed a
modified version of SVMs which is capable of online learning [94]. Cui-Mei
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made use of one-class SVMs for detecting intrusions in the SNMP (Simple
Network Management Protocol) protocol [19]. Furthermore, the author used
feature selection to determine the best SNMP MIB variables used for intrusion detection. Xie et al. introduced an NIDS based on SVMs [90]. Their
system implements an approach to feature extraction and several SVM-based
modules which are supposed to detect incidents such as DoS and probing activity. Gao et al. picked up a similar approach in [39]. The authors proposed
an NIDS’s based on SVMs. Moreover, they used GAs (Genetic Algorithms)
for model selection of the SVM. Mukkamala et al. used artificial neural
networks and SVMs for network intrusion detection and provided a comparison between these two machine learning methods [68]. Finally, Dai and Xu
used dissimilarity-based one-class SVMs for anomaly detection [60] whereas
Zhang and Gu made use of CH-SVM for the same purpose [93].
Probably the most relevant contributions with respect to this thesis are
papers which combine flow-based network data with SVMs as the analysis
technique. To the best knowledge of the author there are no contributions
which directly pick up this approach. However, there are papers which are at
least related to this task. For example, Alshammari and Zincir-Heywood [16]
made use of SVMs to classify encrypted traffic using flow-based features. The
approach is not linked to intrusion detection, though. Furthermore, in [57]
Liu et al. proposed an approach which is based on heterogeneous network
data, namely NetFlow and snort. Both data sources are “merged” by an
SVM.
Finally, training and testing data sets for network intrusion detection
systems are rare. Reasons such as privacy often prevent researchers from
making their data sets public. Nevertheless, there are a handful of data sets
which are often used by researchers for training and testing machine learning
models. In [14] Allen provides an overview which covers the availability
and importance of testing data for NIDS’s. Since a decade the work of
Lippmann et al. [55] serves as the de facto standard in the domain of network
intrusion detection although certain drawbacks have been identified, e.g. by
McHugh [65]. Also, the data set of the KDD Cup 1999 [13] has been used a
lot for evaluating and training anomaly detection systems. Sabhnani et al.
pointed out that the KDD ’99 set has drawbacks with respect to machine
learning algorithms [77]. Concerning flow-based data sets Sperotto et al.
published the first labeled data set holding network flows [84]. This data
set is used in this thesis for training and testing the developed machine
learning model. Amongst other things, in [91] Yamada et al. contributed
an approach for automatically creating testing data by using the nessus [5]
security scanner.
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Thesis Outline

The remainder of this thesis is structured as follows.
Chapter 2 starts this thesis by introducing three different network data
sources which could serve as input for the machine learning method. All
data sources are presented in detail and the advantages as well as the disadvantages are pointed out. Finally, the data sources are compared to each
other with respect to previously determined criteria and the most suitable
data source is chosen. This data source is then used as foundation for the
following chapters.
Chapter 3 provides the theoretical foundation for the domain of machine
learning. Many of the presented concepts and techniques are later used
to develop and evaluate the proposed approach of this thesis. After an
introduction and the coverage of the problem of dimensionality, SVMs and
one-class SVMs are covered. Both methods are later applied in this thesis.
Chapter 4 provides the evidence approving the proposed hypothesis. The
experimental setup and the used data sets are introduced. Afterwards, an
optimisation procedure is developed the purpose of which is to determine
the best feature subset as well as the best parameters for the one-class SVM.
Finally, the found parameters are tested and the evaluation results are discussed.
The thesis is completed with Chapter 5 which summarises the main contributions of this work. Moreover, a conclusion is drawn which is meant to
give an impression on how the results of this thesis influence the domain of
network intrusion detection. Finally, future work in the domain of this thesis
is discussed.

Chapter 2

Analysed Network Data
The process of network intrusion detection requires data on which the respective intrusion detection methods and algorithms can operate on. The proper
assortment of the type of this data is crucial for overall success. Monitoring
and analysing data which does not have anything to do with the phenomenon
one wants to predict or detect will most likely lead to undesirable results. A
doctor would not measure a person’s height for calculating the risk of cancer
just as a network operator would not measure the consumption of electricity
in a building for predicting the risk of a computer worm outbreak. In both
cases, the deduced results will not reflect the expected results since the used
data is unqualified although the actual detection method might have been
appropriate.
This chapters purpose is to find an adequate network data source (in
short: data source) which should be qualified for the detection of the kind of
attacks and intrusions which have been pointed out in Section 1.2. Requirements for this network data source are pointed out and advantages as well
as disadvantages of several suitable data sources are compared. The network
data source chosen at the end will serve as fundament for the next part (see
Chapter 3) which will introduce the concept of machine learning.

2.1

Overview

Section 2.2 starts this chapter by introducing suitable data sources which
can serve as foundation for network intrusion detection. Three data sources
are discussed and compared to each other. Finally, one data source is chosen.
This part is followed by Section 2.3 which concentrates on flow-based
network data as the preferred data source. After several flow-based protocols
are presented, the technical details behind the process of flow processing are
discussed.
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Network Data Sources

Several data sources have to be taken into consideration if network intrusion
detection in computer networks is performed. The most straightforward way
which comes to mind might be to just monitor and save all network traffic
which is observable on a network link. Another more fine-grained approach
is to select the network traffic based on the protocol type. E.g., ignoring
UDP (User Datagram Protocol) traffic while only concentrating on TCP
(Transmission Control Protocol) traffic. Basically, one can choose between
vast amounts of network data sources.
Indeed, every approach has its advantages and disadvantages. The following sections (namely Section 2.2.2, 2.2.3 and 2.2.4) differ between three
concepts for a network data source. These data sources are introduced, evaluated and finally compared to each other so that the most qualified data
source with respect to this thesis can be chosen.

2.2.1

Requirements

To be able to compare data sources, requirements have to be defined first.
These requirements enumerate properties which have to be supported by the
respective data sources. The requirements against which the following data
sources are compared consist of the following properties.
Scalable: The data source must be capable of dealing with gigabit networks
(1GBaseX) and above. As the proposed concept for a network intrusion detection system is supposed to be installed on high-performance
networks, this requirement is mandatory. Thus, a data source (or to be
more precise: a specific implementation of a data source) which is not
able to handle the network loads on a 1GBaseX link is not regarded as
scalable and hence not adequate.
Lightweight: The size (in bytes) of captured network data should be as
small as possible. This requirement is important since monitoring in
gigabit networks results in huge amounts of data hour by hour. The
handling of large amounts of data is expensive with respect to performance and the ability to analyse network data in real-time. Although
no specific limits in terms of bytes are set here, special emphasis is
placed on this criterion.
Privacy: Monitoring network data has a serious impact on privacy regulations. Often, network traffic contains connection information such as
IP (Internet Protocol) addresses which can be used to trace a computer
user. Also, the payload of network packets often contains confidential
information such as usernames and passwords. The payload is “visible”
as long as the connection is not encrypted. Given these observations,

2. Analysed Network Data

8

the data source (or a concrete implementation of the data source) must
provide a mechanism for the anonymisation of network data. If privacy
cannot be guaranteed, the deployment to productive networks can be
illegal.
In the next sections the data sources are discussed with respect to these
three requirements. The more requirements are met by a data source, the
more interesting it becomes. Nevertheless, most emphasis is placed on a
scalable and lightweight data source since the proposed concept for network
intrusion detection in high-performance environments will be hindered if
these two requirements are not fulfiled. Section 2.2.2, 2.2.3 and 2.2.4 now
introduce the three data sources which will be evaluated.

2.2.2

Protocol-Based

A protocol-based data source can be regarded as any network protocol which
can be used to obtain network information of any kind. As long as the
respective network protocol provides information which can indicate attacks,
it is a suitable data source.
An example is a data source based on SNMP [24] which is meant for network management and monitoring. The exported information of an SNMP
daemon can be used as input data for a network intrusion detection system.
Another example is ICMP (Internet Control Message Protocol) [73]: a network can be monitored with respect to ICMP types and codes which are sent
to notify remote hosts of certain events such as the exceeding of a time-tolive-value. The monitored information can provide indications of problems
such as the failure of an entire network or just a single host (ICMP type 3,
code 0 and 1 respectively). Analogous to the hypothetical SNMP-based data
source, an ICMP-based data source can be operated by placing a network
probe on a strategically adequate node such as an edge router so that it can
monitor and analyse passing ICMP traffic.
Using protocol-based data sources, WANs (Wide Area Networks) can be
monitored for intrusions too by making use of wide area routing protocols
such as BGP (Border Gateway Protocol).
As already mentioned, basically any network protocol can serve as data
source as long as it provides reasonably good information to draw conclusions of. Of course this criterion, is quite subjective and topic of numerous
research contributions. But to give an example, HTTP (Hyper Text Transfer
Protocol) might not carry as much useful information for network intrusion
detection as SNMP does since HTTP focuses on the World Wide Web rather
than on computer networks. So HTTP can be regarded as less representative
than SNMP with respect to network intrusion detection.
Summing up, the concept of protocol-based data sources have the following advantages and disadvantages.
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Identifiable Intrusions
Mostly, only attacks and intrusions for the network protocol serving as data
source can be identified. If HTTP is used as data source, only attacks which
are launched over or against HTTP can be detected.
Advantages and Disadvantages
+ One advantage of the protocol-based approach is that for established and
popular protocols many implementations1 exist which can directly be
used as input for a network intrusion detection system. This reduces
the effort necessary to make use of a certain protocol.
Also, by making use of a widespread protocol such as SNMP, often no
costly integration into a network is necessary. Chances are good that
SNMP installations which can be used for network intrusion detection
already exist. This reduces the effort even further.
– The biggest disadvantage is that the collected information and therefore
the “view” on a certain network will be limited to what the respective
protocol provides. This leads back to the nature of network protocols.
Network protocols are designed to fulfil a certain task. For this task
they are able to deliver information but nothing beyond that. For example, the use of ICMP as data source will only deliver information in
form of ICMP types and codes. Information and events which are not
represented in form of the ICMP protocol – such as a sudden increase
of connection attempts to TCP port 22 – are not available. Certainly,
this limitation depends on the respective protocol. Nevertheless, as
long as multiple network protocols are not combined, one will have to
deal with information loss.
Hence, the use of a single protocol-based data source probably does not
provide enough information for network intrusion detection. Important
types of intrusions can stay undetected.

2.2.3

Packet-Based

Contrary to protocol-based data sources, the packet-based approach makes
use of entire network packets as they occur “on the wire”. Usually this
approach is realised by making use of software such as tcpdump [11]. All
network packets passing a certain observation point such as a router are
captured without any loss of information. The packet capture encompasses
OSI (Open Systems Interconnection) layer 2 to 7. In addition, together with
1

E.g., for DNS (Domain Name System) the following implementations are available
just to name a few: bind [2], djbdns [3], unbound [12].
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every network packet a time stamp is saved which specifies when a certain
network packet was received.
In addition to capturing all passing network traffic, filtering is possible.
A filtering engine as implemented by tcpdump allows network operators to
specify certain criteria an incoming packet has to fulfil to get captured. The
filtering engine implemented by tcpdump is very comprehensive. Amongst
other things, the engine allows arithmetic and Boolean operators for checking
header as well as payload of network packets. By making use of the filtering
engine, network operators can precisely specify what network traffic they are
interested in. Only the specified type of network traffic is then captured and
can be used for further analysis.
Again, the monitoring should be done on a node such as an edge router.
Then, all incoming and outgoing network traffic can be monitored and analysed.
Identifiable Intrusions
Practically all common types of intrusions and attacks can be detected if the
data source delivers entire network packets for analysis. This ranges from
attacks occurring only in network payload (e.g., stack overflows) to attacks
which are more connection-oriented (e.g., DoS attacks).
Advantages and Disadvantages
+ Assuming that header as well as payload of a network packet is captured,
the main advantage is that practically no information is lost in the
monitored data. But it is important to note that more data does
not automatically imply better results. Actually, often the opposite
is the case because vast amounts of data can require vast amounts
of computational performance; especially complex algorithms in the
domain of machine learning.
– As already denoted, the biggest disadvantage of the packet-based approach
is the flood of data. A 1GBaseX network link at 80% of constant load
produces about 6 gigabytes of data per minute and 8 terabytes per
day. In fact, modern algorithms often are designed to deal with huge
amounts of data in terms of runtime complexity. Nevertheless, the
overall network traffic of a busy gigabit network link is simply too
much to analyse.
Still, the amounts of data can be reduced by ignoring the package payload or by making use of sampling techniques. Despite the above advantages, the tremendous amounts of data make the packet-based approach difficult to follow – particularly in gigabit networks and above.
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Also, since the payload as well as the header of network packets contain
confidential information, special emphasis must be placed on privacy.
Anonymisation will be necessary.

2.2.4

Flow-Based

The last of the three presented concepts is the flow-based approach. This
approach is characterised by its use of so called flow data or network flows.
In [28, p. 3] a flow is described as follows.
All packets with the same source/destination IP address, source/destination ports, protocol interface and class of service are grouped
into a flow [...].
One important fact about network flows is that flows do not provide any
packet payload. Rather, only meta information about network connections
is collected. The meta information contains several attributes such as the
packets or bytes transferred in a flow.
Since a detailed explanation of the technical aspects is provided in Section
2.3, only the advantages and disadvantages of the flow-based approach are
discussed at this point.
Identifiable Intrusions
Since flows only provide meta information and no packet payload, attacks
which manifest solely in packet payload cannot be detected. For example,
popular web-based attacks which base upon the injection of malicious code
into websites can be invisible on flow-level since they cannot be distinguished
from an ordinary benign HTTP request. The attack patterns, i.e. the malicious codes are only visible inside the packet payload. Nevertheless, the
attack might become visible on flow-level if the attacker executes multiple
attacks in parallel and causes many flows targeting the web server.
On the other hand, there are attacks which can easily be detected on flowlevel. Such attacks are, just to name a few, DoS, computer worm outbreaks,
network probing and a sudden increase in spamming activity [82].
Advantages and Disadvantages
+ First of all, flow-based data is very lightweight. A file transfer which
involved exchanging gigabytes of data is represented as a relatively
small network flow. This flow makes up only a fraction of the original
file transfer. Thus, one does not run into storage problems as easily as
with the packet-based approach described in Section 2.2.3.
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Also, almost all Cisco appliances do support NetFlow2 in at least one
version. This makes NetFlow particularly easy to deploy to a network
which consists of Cisco hardware. In addition, there are many software
projects which implement NetFlow components3 . This makes it possible to also deploy NetFlow sensors to networks which do not consist
of Cisco hardware. Other protocols such as IPFIX (IP Flow Information Export) are very promising too but suffer from their yet marginal
spreading.
Due to the fact that there is no payload in flow-based network data,
privacy concerns can be substantially reduced.
Finally, as discussed in Section 1.3 many researchers achieved highly
promising results in intrusion detection while focusing on flow-based
data sources.
– Since network flows do not carry packet payload, all information which
was transported in the original payload is irretrievably lost. While the
lack of payload contributed to some advantages such as privacy and
scalability, it also means that flow-based network intrusion detection
systems have troubles identifying certain types of attacks.

2.2.5

Comparison

The introduction of the three data sources of Section 2.2.2, 2.2.3 and 2.2.4
is now followed by a comparison of these very data sources. All of them are
compared to each other with respect to the requirements defined in Section
2.2.1.
The comparison is provided in Table 2.1. The first column contains one
of the already defined requirements and the remaining columns specify the
suitability of each data source with respect to this requirement. The “degree”
of the suitability is determined by a score value. A score of 0 stands for total
failure whereas 5 represents absolute fulfilment.
The following three sections now discuss how the particular scores materialised.
Packet-based
The packet-based data source only scores a 1 in the properties lightweight
and scalable. This bad rating is caused by two reasons. First, packet captures
produce enormous amounts of data. Second, the captured data is far from
lightweight (see Section 2.2.3).
2

The most popular implementation of the flow-based approach. See Section 2.3.3 for
details.
3
E.g., a NetFlow probe or collector. See Section 2.3.3 for details.

2. Analysed Network Data

13

Requirement

Protocol-based

Packet-based

Flow-based

Scalable

–

1

4

Lightweight

–

1

5

Privacy

–

2

4

Table 2.1: Comparison of the available data sources with respect to the
properties: scalable, lightweight and privacy. The flow-based data source
achieves the most points whereas the protocol-based data source cannot be
graded because of the great amount of existing protocols.

Privacy is rated with a score of 2. The reason for the low score is that the
packet-based approach does not offer any possibility by design to ignore connection information such as IP addresses. Furthermore, the packet payload
often contains highly sensitive information. So anonymisation must happen
at a later step in the analysis path.
Flow-based
Scalability was rated with a relatively high score of 4 since the operation in
gigabit networks is possible and unproblematic for hardware as well as for
software implementations of the flow-based approach.
The score for privacy is equally high with a value of 4. The reason is that
version 9 of NetFlow offers a possibility to ignore certain fields in a NetFlow
record (technical details are discussed in Section 2.3.3). That way, sensitive
information such as IP addresses can be ignored directly “at the origin”.
Further processing for the purpose of anonymisation is not necessary.
The property lightweight got the highest possible score of 5. This score
stems from the fact that NetFlow records can be represented in just a few
bytes. Compared to the packet-based approach, NetFlow only requires a
fraction of storage space.
Protocol-based
The column for the protocol-based approach does not contain any scores since
a myriad of network protocols exist which all have very unique advantages
as well as disadvantages. To be able to give concrete scores, first of all one
would have to decide which network protocol is used for network intrusion
detection.
Result
Finally, the highest scores are achieved by the flow-based approach. Moreover, since the protocol-based approach has some grave disadvantages such
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as the limited view on a network, the flow-based approach can be regarded
as the most qualified data source with respect to the requirements defined in
Section 2.2.1. It is fast in terms of being able to deal with gigabit networks.
Furthermore, it is lightweight and configurable as described in Section 2.3.3.
Finally, it allows network operators to sustain privacy since sensitive information such as IP addresses can be ignored in exported flows.
The remainder of this thesis will be based upon network flows as data
source. More precisely, NetFlow will be used as the implementation of the
flow-based approach. Section 2.3 will now provide a more detailed insight
into the concept of flow collection and processing.

2.3

Flow-Based Network Data

The previous section ended with the decision of utilising NetFlow for data
gathering. This section continues by first introducing flow-based protocols
and then covering the technical details behind NetFlow.

2.3.1

Protocols

In the context of network flows, the term protocol refers to a well-defined
mechanism which specifies the preparation and the exportation format of
flows. For this reason, the two protocols below are often just called export
formats.
At the time of this writing there are two protocols worth mentioning
whereas both are closely related: NetFlow [30] and IPFIX [31, 74]. Actually
IPFIX can be seen as the successor to NetFlow since it is based on NetFlow
version 9 and carries version number 10 in its header. Although only NetFlow
is of relevance for this thesis, a short overview about both protocols is given
below.
NetFlow
NetFlow is a proprietary protocol originally developed by Cisco. By now
various versions with NetFlow version 9 being the newest and version 5
being the farthermost distributed one, exist. As mentioned in [29, p. 6],
with version 1, 7 and 8 Cisco released intermediate versions which did not
receive much attention. This thesis focuses on NetFlow in version 5.
NetFlow can be activated on any NetFlow-enabled router or switch. For
this reason, NetFlow is in heavy use in many networks around the world.
In [28] a more detailed technical overview of NetFlow is given. Concerning
technical aspects, Section 3.2.1 and 2.3.3 go into further detail.
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IPFIX
Unlike NetFlow, IPFIX was meant from the beginning on as a free standard
with several enhancements over NetFlow. Multiple software projects [36]
already implemented the IPFIX export format and additional spreading of
IPFIX can be expected in the near future.
IPFIX is developed by a working group of the IETF (Internet Engineering Task Force). The working group released numerous documents
which resulted in the publication of various RFCs (Request For Comments)
[31, 74, 86].

2.3.2

Definition

From now on, if the term network flow or flow is mentioned, the following definition applies: A flow is a unidirectional data stream between two
computer systems where all transmitted packets of this stream share the
following characteristics: IP source and destination address, source and destination port and IP protocol value [29, p. 3]. Thus, all network packets sent
from host A to host B sharing the above mentioned characteristics form a
flow. Every communication attempt between two computer systems triggers
the creation of a flow, even if no connection is established.
In addition to the above mentioned core characteristics, several other
properties of a flow can be conveyed, for instance:
• The amount of packets which have been transferred in a flow.
• The amount of octets which have been transferred in a flow.
• The start time of a flow (in seconds and/or milliseconds).
• The end time of a flow (in seconds and/or milliseconds).
• The disjunction of all TCP flags occurring in the flow.
• Input interface of the NetFlow-enabled device.
• Output interface of the NetFlow-enabled device.
Figure 2.1 illustrates a bidirectional communication between two computers which results in the creation of two flows. Host A is the initiator
of the communication and has the IP address 10.0.0.1. Host A sent several
packets to host B which is assigned the IP address 10.1.1.2. The source port
of this communication is 4312 on host A whereas the destination port is 80
on host B. All the network traffic is monitored by the NetFlow router. The
communication finally results in two unidirectional network flows. The first
flow (illustrated as grey squares) describes the communication from A to B
and the second flow (illustrated as white squares) from B to A.
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Figure 2.1: Bidirectional communication between two computers on a network. The network traffic monitored by the NetFlow router results in two
unidirectional flow records.

2.3.3

Technical Details

This section tries to give a short overview of the technical implementation of
NetFlow on a NetFlow-enabled network device. First, the scenario in which
NetFlow is used most of the time is clarified. Furthermore, the construction
of a NetFlow-enabled network device is shown.
The Big Picture
Figure 2.2 shows a typical configuration of NetFlow [29, p. 24]. Three NetFlow probes which are placed in different locations monitor network traffic
and send the collected flows to a central collector. This collector receives
and stores the flows of all three NetFlow probes. The analysis host connects to the collector and is used to analyse and evaluate the collected flows.
The analysis host is run by a network operator whereas the probes and the
collector are supposed to work autonomously. Moreover, the creation and
exportation of flows is a purely passive process. The probes do not engage
with any network data.
NetFlow Cache
The NetFlow cache is the part of a router or switch which is responsible for
storing new flows and keeping track of existing flows. To realise this task,
internally a table is maintained which contains flows which are considered
to be still active. Table 2.2 gives an impression of the layout of this table.
The columns represent the flow characteristics gathered by the router.
The first column determines the routers interface on which the flow entered
the routing device. The second and fourth columns, Src-IP and Dst-IP, stand
for the source and destination IP address respectively. Dst-IF stands for the
routers interface on which the flow exited. The column Protocol represents
the IP protocol of the flow and TOS represents the type-of-service field in
the IP header.
The rows are populated by active flows. Table 2.2 currently holds a total
of three active flows.
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Figure 2.2: A common scenario for the use of NetFlow. Several NetFlow
probes send their records to a central collector. The collector stores the flows
and provides an analysis interface for network operators who are responsible
for network accounting and monitoring.

Src-IF

Src-IP

Dst-IF

Dst-IP

Protocol

TOS

...

Fa0/3

1.2.3.4

Fa1/3

4.3.2.1

6

0

–

Fa0/2

2.2.1.2

Fa0/2

3.3.4.2

6

0

–

Fa1/3

2.4.3.4

Fa1/2

4.2.2.5

17

0

–

Table 2.2: NetFlow cache as described in [29, p. 5]. The cache contains
seven NetFlow fields, starting with the source interface and ending with the
TCP-flags. Three rows represent three NetFlow records in the cache.

An entry is removed from the NetFlow cache if a flow is expected to be
terminated. This can happen for the following reasons [29, p. 4]:
• No new network packets belonging to a flow have been monitored for
a predefined time interval4 .
• Flows which exist for an exceptionally long time (per default 30 minutes) are removed from the cache.
• When the cache gets full, algorithms choose flows to remove.
• A TCP connection is finished (either via a proper shutdown or by a
forced reset).
4

This allows NetFlow to keep track of stateless protocols such as UDP.
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The routing device polls the NetFlow cache once per second to check for one
of these conditions [29, p. 12].
NetFlow Export
The removal of flows from the NetFlow cache triggers an export to the collector. To save computation time and bandwidth, flows need not be exported
as soon as they are expired. In fact, the probe can wait for more flows to
expire to first aggregate the flows to groups and finally export them. These
groups of flows may contain up to 30 flows for NetFlow version 5 and 9 [29, p.
4].
To send flow records to the collector, NetFlow makes use of UDP as
transportation protocol. UDP has the advantage of less computational overhead over TCP which implements session handling. On the other hand, UDP
datagrams might be irrepealably lost during transmission.
Aside from the UDP header, the exported datagrams carry a NetFlow
header and the actual payload which is basically just made up of the exported
flows.
Flow Sampling
In certain situations the network load might be too high to export every
flow.
Sampling is a useful technique in such situations since it can significantly
reduce CPU load as well as the amount of exported flows. Sampling is a
methodology for selecting only a predefined subset of all available network
flows. Indeed, sampling implies that many flows are lost and are not exported
to the collector. But if network traffic is too high or the hardware not
efficient enough then sampling might be the only possibility to counter the
high network load.
Cisco devices usually distinguish between deterministic, time based and
random sampling. Deterministic sampling selects every nth network packet.
Time based sampling selects a network packet every n milli-seconds and
random sampling randomly selects one network packet out of n packets. In
each case the variable n is specified by the network operator. Most of the
time random sampling is advised [29, p. 20-21].

Chapter 3

Machine Learning
As the previous chapter laid the foundation for network intrusion detection
by evaluating an adequate data source, the purpose of this chapter is to
enhance this foundation by introducing the field of machine learning.
Algorithms and techniques out of this field are used to analyse the flow
data introduced by Chapter 2. Many steps are necessary to build a working
prototype: data preparation and normalisation, the selection of appropriate
algorithms and extensive evaluation, just to name a few. The theoretic
fundamentals necessary to perform these steps are brought up in this chapter.
The authors of [15, 22, 66, 72] contributed a more comprehensive introduction to machine learning which lies beyond the scope of this thesis.

3.1

Overview

This chapter is introduced by Section 3.2 which presents fundamental concepts on which the domain of machine learning is based on. These concepts
and the extensiveness of their explanations are chosen with respect to their
relevance for this thesis.
The subsequent Section 3.3 covers the issues raised by high dimensionality in data and proposes adequate countermeasures to avoid or at least
minimise these issues.
Section 3.4 provides an introduction to SVMs which are later used for
classification in this thesis. The introduction forgoes a detailed theoretical
explanation and focuses more on application level aspects.
Finally, Section 3.5 finishes this chapter by presenting techniques used
to measure the quality of the models built by machine learning algorithms.
Some of these techniques are used in the next chapter to evaluate the proposed approach for network intrusion detection.
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Introduction

Machine learning is a relatively young scientific field which emerged from
disciplines such as artificial intelligence, probability theory, statistics and
neurobiology, just to name a few [72, p. 3]. Therefore, it is difficult to state
a clear origin in terms of a specific scientific domain. Many authors and
researchers with different backgrounds contributed important fragments to
this discipline we now have. A problematic side-effect of this convergence is
the amount of different nomenclatures and vocabularies [72, p. 3].
A deeper insight into the basics of machine learning is provided by the
following sections. Section 3.2.1 starts by giving a reasonable definition of
machine learning. This part is followed by Section 3.2.2 and 3.2.3 which
introduce the terms supervised and unsupervised learning, respectively. Finally, Section 3.2.4 explains what is meant by “good” training data and why
it is of crucial importance.

3.2.1

Definition

A broad definition of the act of learning would not just be based on computer
science. Rather, it would also require considerations of how human beings
and animals learn. This involves insights from disciplines such as neurobiology and psychology. Since this is far beyond the focus of this thesis, the
following definitions and explanations only concentrate on machine learning.
In [72, p. 1] Nilsson describes the basic idea behind machine learning
with the following words:
As regards machines, we might say, very broadly, that a machine
learns whenever it changes its structure, program, or data (based
on its inputs or in response to external information) in such a
manner that its expected future performance improves.
Machine learning and probably human learning too can be seen as the
ability of generalisation. A system capable of learning is able to generalise
by being taught a set of examples. A system can, for instance, learn the
appearance of apples by being shown several different apples. The ability
of generalisation enables the system to correctly identify previously unseen
apples.
Generalisation is a powerful methodology but can easily go wrong. By
being shown only green apples, the system described above might misleadingly generalise that all apples are green. Afterwards, the system would not
identify an unknown red apple as an apple. So sufficiently scattered “learning apples” are necessary so that the system is able to learn the appearance
of apples by being shown as many different apples as possible (see Section
3.2.4 for further detail). Valid and reasonably good generalisations for the
purpose of recognising apples are that they are ball-shaped, sometimes have
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a stipe and are usually red, yellow or green. By making use of these simple
rules, one might correctly recognise most existing apples.
Formal Description and Nomenclature
This section tries to clarify the task of machine learning1 by using more formal words. In addition, a nomenclature is proposed which is used extensively
in the remainder of this thesis.
As already mentioned, roughly speaking, machine learning is the task of
learning from examples. The available examples are organised in the form
of a training set which is referred to as X . The specific elements of X are
called training samples and are defined as tuples of the form (Xi , Cj ) where
C refers to the set of discrete class labels.
A machine learning algorithm is now used to build a hypothesis 2 out of
X . The hypothesis is a function of the form h : T 7→ C where T refers to
the testing set.
Just as the training set, the testing set is made up of samples of the form
T1 , ..., Tm but the class label as in the training set is yet unknown. It is the
hypotheses task to predict the class or in other words to classify samples.
So, each sample Ti is mapped to a discrete class label Cj by the hypothesis
h. For the purpose of simplicity, let C = {1, −1}, so h : T 7→ {1, −1}. The
equation h(Ti ) = 1 would denote that the sample Ti of the testing set T was
predicted to be a member of class 1.
Basically, h is an approximation to the target function called t. The
target function t : T 7→ C is defined as the function which predicts all samples
of the testing set correctly. So in the scope of this definition, machine learning
is the attempt of approximating h to t as good as possible.
Application
So far it has not been stated why or when machine learning methods should
be used instead of classical algorithms to solve a computational problem.
Machine learning becomes interesting when certain problems cannot easily be solved by using conventional algorithms. Apart from overflowing complexity, this is the case with problems which can more easily be described
by stating examples than by developing algorithms [72, p. 3]. A straightforward example is music classification, i.e., assigning a music track to a specific
genre. Everybody is able to describe a specific music genre by enumerating
several representative songs. But it is disproportionately more difficult to
formally define a musical genre.
1
Strictly speaking the process of supervised classification is covered as described in
Section 3.2.2.
2
The term hypothesis is used interchangeably with “model” from now on.
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Machine learning is of great help in many everyday fields. In medicine,
machine learning methods are used to alleviate medical diagnosis, in economy
they try to predict stock exchange prices to some extent and character and
speech recognition would also not work without the theoretical foundation
provided by machine learning [15, p. 2].
More relevant for this thesis is the area of computer security. Here,
among other applications, machine learning is used to detect malicious and
anomalous activities in computer networks and systems. Section 1.3 already
listed important contributions with respect to network security.

3.2.2

Supervised Learning

The term supervised learning is a branch of machine learning which can also
be referred to as “learning by examples”. This is the way machine learning
has been described up to now. But it is not the only approach to machine
learning. Another important domain is called unsupervised learning and is
covered in Section 3.2.3.
The word supervised thereby refers to the way the learning happens.
Namely the supervisor (e.g. a computer scientist) provides the learning algorithm with training samples which are used for generalisation. One could
say that the scientist supervises the learning process.
This operation can be compared to the way human beings learn. Little
children tend to imitate other people’s behaviour. But they do not just
imitate it, they try to generalise from it. This means they will show the same
behaviour in similar situations. So by watching the behaviour of adults (the
training samples), children try to learn (build a hypothesis). The learning is
performed by implicitly using the human brain (the learning algorithm).
Figure 3.1 illustrates the process of supervised machine learning. Starting
point is the training set which combines training samples with the desired
output values (e.g. class labels). This training set is fed into a learning
algorithm. The algorithms duty is to generalise from the training set by
building a hypothesis. This hypothesis describes the training set and can
then be used to analyse unknown testing samples. The hypothesis can be as
simple as a linear function as explained in the next two sections.
Popular machine learning algorithms which are based on the concept of
supervised learning are SVMs [34] (see Section 3.4), neural networks [42] and
decision trees [80, pp. 142-166], just to name a few.
The area of supervised learning can be further split into classification
and regression problems. Both types of problems are briefly discussed in the
next two sections.
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Training Set

Learning Algorithm

Testing Sample

Hypothesis

Class/Value

Figure 3.1: The concept behind supervised machine learning. A training
set is used by a machine learning algorithm to build a hypothesis which is a
generalisation of the training data. This hypothesis is then used to classify
as yet unknown data.

Classification
As already mentioned in Section 3.2.1, in classification problems the “output”
of the hypothesis is a discrete class label Ci ∈ C where C is the set of all class
labels of the training set. A class label is often referred to just as class.
So a classification problem requires the mapping from a testing sample
to one of several classes C = (C1 , C2 , ..., Cn ). The classification problem is
said to be two-class or binary if n = 2 and multi-class if n > 2 [76, p. 33].
For example, two-class problems are the classification of network traffic
to either benign or malicious. The classes normal or anomalous are also
often used [52, 60, 90, 96]. On the other hand, optical character recognition
[49, 59, 70] is a multi-class problem. Each letter from “a” to “z” and “A”
to “Z” builds a separate class to which handwritten letters are mapped to.
Another multi-class problem is the identification of network traffic [38,41,50].
Network flows usually belong to one of many protocols such as HTTP, DNS
or SNMP. Since the port-based approach to identify network traffic is not
very reliable anymore because of increasing P2P (Peer to Peer)-traffic [50, pp.
5-6], a multi-class classification algorithm can be used to identify network
traffic [76, p. 33].
Figure 3.2 features a linear two-class classification problem in R2 . Each
point in the diagram incorporates a person’s height (X-axis) and weight (Yaxis). Red circles represent females whereas blue crosses represent males.
The challenge of the classification problem now is to learn a hypothesis
which separates male from female points. By this means, new data points
can be classified and assigned to a class: either male or female. So by just
knowing the height and weight, the hypothesis can tell (or at least guess)
whether the person is male or female.
Over the years researchers came up with highly sophisticated methods
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Figure 3.2: A linear two-class classification problem. There are two different data distributions, namely male and female points. These two data sets
can be linearly separated in R2 as illustrated by the black line.

for classification problems such as neural networks and SVMs. Since this
section is supposed to provide only a basic overview, the learning method is
a simple linear classifier based on the Euclidean distance.
The necessary information used to build the hypothesis is derived by
calculating the mean points of both, the male (X̄m ) and the female (X̄f )
training samples. In Figure 3.2 they are represented as red and blue star,
respectively.
After the mean points of both distributions are computed, the actual
classification is realised by determining whether a new point P lies closer
to X̄m or to X̄f . This is done by making use of a distance metric. For the
purpose of this example, the Euclidean distance is chosen. So P belongs to
the class to which the Euclidean distance is the smallest. The hypothesis
works as described in Equation 3.1.
(
Cm if d(P, X̄m ) < d(P, X̄f )
h(P ) =
(3.1)
Cf otherwise
A simple example for clarification: Let P be the point (175, 65) and
d(P, X̄m ) = 432 and d(P, X̄f ) = 123. Given these numbers, the above hypothesis would classify P as member of the female distribution.
Regression
Contrary to classification, the output of regression problems is a continuous
value [76, p. 7]. So the hypothesis of a regression problem is of the form
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h : T 7→ R where T specifies the testing set containing elements which are
to be predicted by the hypothesis.
The stock-market is an example for a typical regression problem. Traders
are constantly in the need of predicting the stock-market to exploit future
events. Regression algorithms are often used to work on this kind problem
[20].
Figure 3.3 illustrates a typical linear regression problem. The diagram
contains ten blue crosses which represent elements of the training set. Each
training sample stands for a person’s weight and height. One can see that
all crosses together almost form a line in R2 .
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Figure 3.3: A linear regression problem. The distribution of all the points
of the training set can be approximated by a line in R2 as illustrated by the
red line.

The goal of the regression problem now is to build a hypothesis which
is able to predict the weight of a person by just knowing the height. So
the output of the hypothesis is a continuous value, namely the weight. The
hypothesis is built out of the training samples listed in Figure 3.3. In this
case, these training samples are just tuples (x, y) where x determines the
input value (the weight) and y the output value (the height). One of the ten
tuples is (163, 52) which indicates that the person’s height is 163 centimetres
and the weight is 52 kilogrammes.
Equation 3.2 (often called the linear model [45, p. 11]) shows how the
hypothesis calculates the resulting continuous value Ŷ out of the input vector
X. The right part of the equation, X T β̂, is written in matrix notation. The
parameter β̂ is called the coefficient vector. This vector must be adapted
in order for the hypothesis to correctly describe the training data set. So
the purpose of the learning algorithm is to learn an appropriate coefficient
vector β̂.
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Ŷ = β̂0 +

p
X

Xj β̂j = X T β̂.

(3.2)

j=1

There exist various algorithms for the determination of the coefficient
vector. A well-known algorithm is the method of least-squares which is
listed in Equation 3.3 [45, p. 12]. RSS(β) stands for the residual sum of
squares and denotes the sum of the squared error rates. The error rate is
given by yi − xTi β and stands for the difference between the correct and the
predicted output value. Again, the matrix notation is given in the right part
of the equation. The lower the error rate, the better the training data set is
matched by the hypothesis.
RSS(β) =

N
X
(yi − xTi β)2 = (y − Xβ)T (y − Xβ).

(3.3)

i=1

The derivative with respect to β gives the so called normal equations as
noted in Equation 3.4 [45, p. 12].
X T (y − Xβ) = 0.

(3.4)

Finally, Equation 3.5 denotes the solution [45, p. 12], i.e., the equation
to solve β̂.
β̂ = (X T X)−1 X T y.

(3.5)

According to Equation 3.5 the linear hypothesis for the training data
listed in diagram 3.3 results in the line described by Equation 3.6. The
coefficient vector β̂ is made up of β̂0 = –142 and β̂1 = 1.2.
y = 1.2x − 142.

(3.6)

The following applies to both, classification as well as regression: a linear
hypothesis is not always the best choice to separate data instances. Different
training sets will require different hypotheses. For the sake of simplicity, a
linear hypothesis has been chosen for this example.

3.2.3

Unsupervised Learning

Contrary to supervised learning, the domain of unsupervised learning does
not depend on labelled training data. In unsupervised learning, the idea
is not to generalise from available data but rather to learn how the data
is organised. Basically, unsupervised learning is about finding patterns and
structure in data. In [72, p. 131] Nilsson describes unsupervised learning as:
Unsupervised learning uses procedures that attempt to find natural
partitions of patterns.
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In Section 3.2.2, a comparison was drawn between human learning and
machine learning. The same can be done for unsupervised learning. Based
on the analogy of a little child, unsupervised learning can be compared to
a child who does not receive any feedback from its environment and has
to learn entirely on its own. So there is nothing else for it to do but to
watch other people’s behaviour and try to arrange it into certain patterns.
A possible and desired pattern for the child is the isolation of the act of
sharing. Another pattern and possibly less desirable behaviour is stealing.
The idea of unsupervised learning is illustrated in Figure 3.4. Diagram
(a) shows several points in R2 . There is no additional information such as
class labels. Now unsupervised algorithms can be used to discover patterns
and build clusters out of the points in (a).
For a human observer it is obvious that there are two easily distinguishable scatter plots. These two scatter plots are framed in diagram (b). For
a machine learning algorithm this might not be that obvious. Nevertheless,
there are algorithms which perform exactly this task such as hierarchical
clustering [80, pp. 33-38].
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Figure 3.4: Scatter plot which explains the idea of unsupervised learning.
Diagram (a) shows unstructured data points. Diagram (b) shows the same
data points after a clustering algorithm assigned all points to one of the two
clusters.

As described in [44, pp. 354-357], hierarchical clustering is used to build
a hierarchical tree structure out of data instances. The basic idea is that the
two closest data instances next to each other are assembled continuously to
form a new cluster. So in each iteration, the two closest data instances are
ascertained by using a distance metric such as the Euclidean distance. New
clusters are determined until every data instance finally belongs to a cluster.
Figure 3.5 graphically shows how hierarchical clustering works. Primarily, the closest two points based on the Euclidean distance are (5, 23) and
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(8, 25). After this cluster is built, the algorithm looks for the next two closest
data instances. Note that cluster #1 is now seen as a data instance just as
the remaining points are. The next two closest data instances are (16, 15)
and (26, 19). The final cluster is made up of the two previously built clusters
#1 and #2.
Cluster #3
26
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24
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20
Cluster #2
18

16
14
5

10
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25

30

Figure 3.5: A hierarchical clustering algorithm creates three clusters out
of the four data points. First, two points together form a cluster and finally
the two clusters form another final cluster.

The final result has the form of a binary tree which is called dendrogram
[80, p. 34]. Figure 3.6 shows a dendrogram which was created based on a
data set consisting of five points (A to E). In each of the four iterations, two
data instances were merged until all instances finally belonged to the cluster.

Figure 3.6: A dendrogram which represents four iterations of a hierarchical
clustering algorithm. The dendrogram can be seen as a binary tree with the
data points as its leafs.
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Training Data

So far the words training data or training set (the two terms are used interchangeably) were mentioned a few times. But several questions remain open
such as the way training data should be organised to achieve optimal classification results or, more abstract, what characterises good training data.
Furthermore, researchers are often confronted with typical problems when
creating or evaluating training sets. All these topics are now discussed.
Realistic and Artificial Training Data
One can distinguish between training sets by introducing the concepts of
realistic and artificial training data.
In terms of network intrusion detection, realistic sets are based on realworld network traffic which is captured and later labelled by a human expert
or a machine. So realistic sets contain training samples which originally were
productive network traffic.
In contrast, artificial sets are based on artificially generated network traffic. So the simulated data was never part of real-world traffic. The labelling
is straightforward since the researcher created the traffic himself and thus
has full control over the generation of malicious and benign traffic.
Usually researchers favour realistic over artificial data sets, provided that
both data sets are comparable in their content. The reason is that artificial
data sets might be flawed in some disguisedly way and hence do not allow
proper generalisation. An example is the critique contributed by McHugh
[65] concerning the popular DARPA data set [55]. On the other hand, the
publication of realistic data sets is often difficult or even impossible since
privacy laws complicate publication of sensitive data such as IP addresses.
Thus, realistic data sets often have to stay in the hands of the researchers
who created them although the research community lacks comprehensive
data sets.
Properties of Good Training Data
A well-organised training set is the fundament for successful application of
machine learning methods. A training set which suffers from serious drawbacks such as high amounts of noise or too few representative labelled samples will disrupt the process of generalisation for machine learning algorithms. So the availability of adequate training data is a crucial factor for
success. This section will clarify what is meant by “good training data”. In
fact, the following enumeration introduces two core properties which characterise high quality training data.
Representativeness: The property of representativeness can be explained
with the aid of equivalence relations [62, pp. 48-49]. In formal words,
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a training set can be called representative if it encompasses training
samples from each equivalence class. The problem lies in first specifying
equivalence classes and second, collecting samples for each class.
Roughly speaking, a data set can be called representative if it holds as
much different observations O from the set of all possible observations
A where O ⊆ A as possible. Surely this is a subjective criterion. In the
scope of this work an observation is a concrete network event which is
represented in form of a labelled flow which serves as training sample.
Such an observation can be the fetching of a website (an HTTP-session
over TCP) or an attempt for name resolution (a DNS-request over
UDP).
A perfectly representative training set is given if the equation O = A
is met. This kind of training set is referred to as complete from now
on.
However, often A is unknown or cannot be exactly determined because
it is not a finite set or it is at least so large that it cannot be represented
on a computer with limited resources. An example is network intrusion
detection. A complete training set with attack-free network patterns
per definition has to contain all possible benign network patterns. This
training set will be too large to represent it in terms of a database which
can later be trained by a machine learning algorithm since the set of
all possible benign network patterns is tremendous. Also, the effort
necessary to build such a training set is very high.
In other scenarios, A might be well known. The hypothetical breakout of a new computer worm serves as example. Network operators
will want to train a machine learning model with the flow patterns
of this worm. Since the worm is new and yet hardly modified, only
five different variants of it have been observed in the wild. To be
able to detect the presence of the worm in a computer network, these
five different samples are used to train a machine learning algorithm.
Due to the fact that five different variants are not much and quite
manageable, a classical signature-based NIDS could be used too. Nevertheless, one has to expect additional variants in the near future. For
each new variant the signature-based NIDS must be updated. In contrast, the machine learning approach has the advantage of being able
to generalise. Chances are good that the machine learning algorithm
successfully detects future variants under the condition that the underlying flow patterns do not deviate too much from the original five
variants.
A training set which suffers from low representativeness can cause a
high miss rate or false alarm rate3 as pointed out in Section 3.5.1.
3

Whether the miss rate or the false alarm rate rises depends on what type of data is
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The reason is that a hypothesis that is trained with unrepresentative
training data may lack generalisation capability for certain important
events which may later remain undetected. On the other hand, a
complete or at least highly representative training set can significantly
lower the miss rate or false alarm rate.
Correctness: A training set is referred to as correct if it contains no mislabelled training samples. A sample is mislabelled if the label is not
correct. For instance, in network intrusion detection a training sample
is called incorrect if its label says that it is an intrusion although it
actually would be a benign event.
Often it is difficult to generate a training set which is entirely correct
and does not contain any mislabelled training samples. Both, human
experts and NIDS’s which are usually used to label training data, inevitably make mistakes. So in practice, often one has to tolerate certain
mislabelled samples. Nevertheless, the sanitation of incorrect training
data is an active research topic. In [33] Cretu et al. proposed an
approach for the cleaning of “polluted” training sets.
Indeed, mislabelled training samples have negative effect on the classification process. The goal should be to keep mislabelled samples small in
relation to correctly labelled training samples. But this goal is not easy
to achieve since researchers often do not know whether certain samples are labelled correctly or not. Basically, the actual consequences of
mislabelled training samples depend on the respective samples and on
the machine learning algorithm used. So it is not possible to denote
any numbers or statistics at this point.
Some researchers contributed techniques which are used to measure or
to enhance the quality of a given training set. Caballero et al. proposed a
method based on rough set theory [23].
Typical Problems
Along with the creation of training data sets for network intrusion detection,
researchers often encounter certain problems. These problems are listed
below:
• As already mentioned, network traffic contains confidential data. This
type of data usually cannot be released in form of a publicly available
data set since it would violate privacy restrictions. So anonymisation
is necessary for a training set to be released. Unfortunately these
problems often keep researchers from releasing training or testing sets
to the public.
used for training. In the scope of network intrusion detection: malicious (high miss rate)
or benign (high false alarm rate) data. See Section 3.5.1 for an explanation of these terms.
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• Network traffic is not constant in its appearance. Network operators
install new network protocols and services and deactivate old ones. So
by and by new and previously unseen types of network traffic appear.
For a machine learning system this new and totally legitimate network
traffic might look suspicious and is thus often falsely classified as an
intrusion or anomaly. To counter this drawback, a periodic retraining would be necessary to adapt the machine learning system to new
network traffic.
• The correct and complete labelling of tremendous network traffic traces
is an unresolved problem. The sheer size of such traffic traces renders
the labelling by a human expert unfeasible. So the remaining alternative is automatic labelling, e.g., by making use of an NIDS as proposed
by Yamada et al. [91].
Over and Underfitting
The term overfitting describes the unwanted phenomenon that occurs when a
hypothesis perfectly describes the training data and yields hardly any training errors but at the same time generalises poorly. The hypothesis is then
said to overfit the training data.
Overfitting can have several reasons such as high amounts of noise in
training data, unrepresentative training data [32, pp. 282-283] or too few
training samples.
Analogous to overfitting, the problem of underfitting is also sometimes
encountered. Underfitting can be regarded as inaccuracy with respect to
the training data. The built hypothesis does not fit the training data well
enough [27, pp. 6-12]. Again, unrepresentative or sparse training data might
result in underfitting.
The problems of over and underfitting are visually clarified in Figure 3.7.
The diagram shows training data in form of blue points, a testing sample
as red point and the hypothesis which is, in this case, a quadratic function.
There are some minor training errors but the red testing point is not too far
from the hypothesis. The hypothesis generalises well.
Figure 3.8 is composed of two different hypotheses: an overfitting and
an underfitting one, respectively. So neither of them describes the training
data sufficiently.
Diagram (a) shows the overfitting hypothesis. It is a polynomial function
which perfectly fits the blue training samples. But the red testing sample is
hardly represented by the hypothesis. The hypothesis in Figure 3.7 clearly
has a better tradeoff between training and testing errors. So although the
training data is fit well in diagram (a), the generalisation capability can be
considered to be poor.
The opposite problem, namely underfitting is illustrated in diagram (b).
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Figure 3.7: A hypothesis which fits the training data very well. In fact,
there are some minor training errors but the generalisation ability is adequate.

Although the training data is clearly nonlinear, the resulting hypothesis is a
linear function. According to this, the training as well as the testing error is
considerably high.
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Figure 3.8: Two hypotheses which over and underfit, respectively. Diagram (a) illustrates an overfitting hypothesis. The training errors are minimised whereas the generalisation ability can be considered poor. Diagram
(b) features an underfitting hypothesis. Training errors are high and the
generalisation ability will also be far from good.

Finally, it must be noted that the examples above represent extreme
cases for the purpose of clarification. Actual over and underfitting problems
occurring in practice might be less obvious and more difficult to detect.
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Dimensionality

Before coming up with a definition for the concept of dimensionality, the
terms feature and attribute have to be explained first. A raw sample is a
vector R = (A1 , A2 , ..., An ) made up of n attributes. Often, not all of these
attributes are of interest for a machine learning algorithm. Some might
correlate with each other, others might simply not be of relevance. Thus,
the attribute vector R is processed by a function f : R 7→ S to get the
feature vector (i.e., training sample) S = (F1 , F2 , ..., Fm ). Each of the m
features is used by the machine learning algorithm for training.
For instance, a raw sample in a medical application which represents
the health of a patient might possess the following attributes: R = (age,
weight, height, blood pressure, previous diseases). These samples are then
fed to a machine learning algorithm which calculates the risk of a certain
disease. Now for this type of disease not all of the available attributes might
be relevant. So to save computational time and to achieve better results, a
subset of these attributes is used which results in the following feature vector
used for training: S = (age, weight, height, bloodpressure). Since these four
attributes are now used for machine learning, they are referred to as features.
Now that the meaning and interaction of attributes and features have
been described, some light can be shed on the concept of dimensionality.
In the context of machine learning the term dimensionality simply denotes
the number of attributes a data set exhibits. Notably high dimensionality
(i.e., hundreds or even thousands of dimensions) in data is often considered
destructive. Therefore the research community came up with the phrase
curse of dimensionality which is described by Mainon and Rokach [61, pp.
159-161] as follows:
High dimensionality of the input (that is, the number of attributes)
increases the size of the search space in an exponential manner,
and thus increases the chance that the inducer will find spurious
classifiers that are generally invalid.
Particularly high dimensionality in data sets can have several drawbacks on
machine learning algorithms:
• Increased complexity concerning memory consumption, computational
use and training time [15, p. 105].
• Bad classification or regression results.
Due to the above observations and drawbacks, the need to decrease dimensionality arises. Surely the decrease must not implicate a significant
loss of the hypotheses accuracy. Basically, dimensionality can be reduced in
two different ways: by selecting only a representative subset of the original
attributes or by combining and transforming the existing attributes. The
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first technique goes by the name of feature selection and is described in Section 3.3.1. The second technique is named feature extraction and is briefly
covered in Section 3.3.2.

3.3.1

Feature Selection

As described above, the domain of feature selection tries to select a representative subset S ⊆ A where A refers to the original attribute set. The
discarded attributes are simply ignored. As pointed out by [15, p. 106], S is
supposed to contain the least amount of attributes that contribute the most
to a hypothesis accuracy.
The following sections will shortly describe four different feature selection
algorithms which are often used to reduce dimensionality. Starting with a
very simple technique, the enumeration ends with a sophisticated heuristical
optimisation algorithm.
Exhaustive Search
The most primitive way to select a relevant subset of features is exhaustive
search. It operates by simply trying each possible combination of features.
Afterwards, the subset which achieved the best results (e.g., by performing
a cross validation as described in Section 3.5.3) is returned.
Needless to mention that exhaustive search only makes sense if applied to
a sufficiently small set of attributes. The algorithm has a runtime complexity
of O(2n − 1), assuming that at least one feature is chosen from the attribute
set. So for 10 attributes there are 210 − 1 = 1023 possibilities whereas 40
attributes already yield an immense amount of 240 − 1 = 1099511627775
different features. Most of the time that many combinations are not feasible
anymore.
Nevertheless, as long as the attribute set is small enough, exhaustive
search has the advantage of guaranteeing to find the optimal global solution.
This is an algorithmic property not to be disregarded.
Sequential Forward Selection
While exhaustive search approaches a simple brute-force technique, sequential forward selection is more sophisticated. The basic idea is that one starts
with a feature subset of size 0 and adds attributes one after another. After
each iteration the one attribute which decreases the intermediate error rate
(see Section 3.5) the most is added to the list of features. This process keeps
going until either all available attributes are added to the list of features
(which can be regarded as the algorithmic worst case) or additional attributes
do not significantly lower the intermediate error rate anymore [15, pp. 106108].
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While forward selection does not require as much computational power
as exhaustive search, it is still costly if applied to a large attribute set.
To select a feature subset of size k of the initial attribute set of size n,
n + (n − 1) + (n − 2) + ... + (n − k) tests must be run which is in accordance
with a runtime complexity of O(n2 ) [56, p. 24].
An application of sequential forward selection is shown in Figure 3.9. The
initial attribute set consists of A, B, C and D. After the first iteration the
attribute B shows the best intermediate error rate and is added to the feature
subset. The second iteration yielded A as the best attribute in combination
with B. Finally, the third iteration added D to the feature set. Afterwards
additional features (namely the feature C) did not decrease the intermediate
error rate enough so the final feature subset is BAD.

Figure 3.9: Sequential forward selection which resulted in the selection of
three features, namely BAD. After each iteration, the feature yielding the
best intermediate error rate is added to the list of features.

Furthermore, in contrast to exhaustive search, forward selection is a local
search procedure and thus no guarantee is given that the global optimum
is found. For example in Figure 3.9 the attributes C and D could have
together brought the best results. However the algorithms nature prohibited
that they were tested in combination.
Sequential Backward Elimination
The idea of sequential backward selection is analogous to forward selection.
The difference is that in backward elimination the initial feature subset contains all attributes of the attribute set. So the algorithm works by systematically removing attributes from the set [15, pp. 106-108]. Figure 3.10
shows how the algorithm works. Starting with ABCD, the algorithm removes attribute after attribute until the local optimum seems to be found
because further iterations do not lower the intermediate error rate enough
to continue. In this case the algorithm yielded only a single feature, namely
B.
Genetic Algorithms
In [46, p. 22] Haupt and Haupt define GAs as follows:
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Figure 3.10: Sequential backward elimination which resulted in the selection of a single feature, namely B. After each iteration, an attribute is
eliminated until the algorithm ended up with B.

The genetic algorithm (GA) is an optimisation and search technique based on the principles of genetics and natural selection. A
GA allows a population composed of many individuals to evolve
under specified selection rules to a state that maximises the "fitness" (i.e., minimises the cost function).
The basic idea is analogous to evolution or rather natural selection in
biology. An initial population consisting of a finite amount of individuals propagates from generation to generation. In each generation only the
fittest and best-adapted individuals survive and hand on their “genes” 4 to
the following generation. By this means, after enough generations and small
improvements the best-adapted individuals emerge which, expressed in computer science terms, represent a good solution to the optimisation problem.
However, since GAs belong to the group of heuristic optimisation techniques,
there is no guarantee that the optimal solution will be found. Nevertheless
heuristic optimisation techniques can produce good results when classical
algorithms reach their limits.
Among other things, the popularity of GAs bears on advantages such as
the capability of parallelisation, the possibility to determine a set of good
solutions and not just a single one and also the ability to handle a large
number of variables [46, p. 23].
In the following the functionality of GAs with respect to feature selection
is covered in greater detail. Starting point is a random initial population:
P0 = [I1 , I2 , I3 , ..., Im ]

(3.7)

This population as well as future populations are of constant size m.
Each individual Ii of this population consists of n binary attributes and is
defined as follows:
4

Or to be more abstract: the information they are constructed of.
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Ii = [A1 , A2 , A3 , ..., An ], Ai ∈ {0, 1}

(3.8)

So each attribute of an individual can either be present (Ai = 1) or
absent (Ai = 0). Equation 3.9 illustrates a possible population at generation
k.



I0 = 0, 1, 0, 0, 1, 1





I1 = 1, 1, 0, 1, 0, 1 


Pk = 
(3.9)

I = 1, 0, 0, 0, 1, 0
 2





I4 = 0, 0, 1, 0, 1, 0
Now the determination of the “fittest” takes place. This task is accomplished by a so called cost function (also often referred to as fitness function).
The cost function is defined as f : I 7→ R and calculates the cost of each
individual in the current population. The lower the cost, the fitter the individual is. Equation 3.10 illustrates the same population as before but after
the cost function rated each individual.




I0 = 0, 1, 0, 0, 1, 1 7→ 591.38






I1 = 1, 1, 0, 1, 0, 1 7→ 481.04


Pi = 
(3.10)

I = 1, 0, 0, 0, 1, 0 7→ 502.57
 2





I4 = 0, 0, 1, 0, 1, 0 7→ 432.91
Now that the cost of the current population is determined, the next
generation can be calculated. But as in natural selection, GAs require some
sort of change between each generation. Otherwise no divergence and hence
no optimisation can take place. This change can happen in two ways, either
by mutation or by crossover.
Mutation works by slightly modifying an attribute of an individual. In
this case it can be performed by simply picking a single attribute of an
individual and negating it. Equation 3.11 lists an example in which the
fourth attribute of an individual mutated from 1 to 0 [80, p. 97].
[1, 1, 0, 1, 0] → [1, 1, 0, 0, 0]

(3.11)

The process of crossover (sometimes also called breeding [80, p. 97]) is
a little more complex than mutation. As in nature, crossover is achieved
by taking certain parts of two individuals to create another individual. A
straightforward variant of crossover is to cut two individuals in half and
combine the first half of the first individual and the second half of the second

3. Machine Learning

39

individual. The result forms a new individual. This process is illustrated in
Equation 3.12 where the bold parts of both individuals are combined.

)

0, 1, 1, 1, 0, 1 

 0, 1, 1, 1, 1, 0
(3.12)
1, 0, 1, 1, 1, 0
Now in order to create the next generation Pk+1 , either mutation or
crossover or a combination of both is used to slightly modify the fittest individuals of the current population. So the population Pk+1 is made up
of variants of the fittest individuals of generation Pk . This process is repeated until either the current population is regarded as good enough or
the improvement between two generations Pk and Pk+1 falls under a certain
predefined threshold5 .
Finally, for the purpose of clarification Figure 3.11 sums up the functionality of GAs. Based on a given feature set, a random initial population is
chosen. Then the GA starts creating generation after generation. For each
generation the fittest individuals are determined and slightly modified. After
enough iterations the feature set yielding the best results is chosen.
Input
Features

Random
Population

Cost
Function

Optimised Output
Features
Determination
of the fittest

Next
Generation

Mutation and
Crossover

Figure 3.11: The basic functionality of genetic algorithms as described
in [88, p. 1]. An initial random population is created out of the input
features. Then, mutation and/or crossover is performed as long as the cost
function does not decide that the current feature set is “good enough”.

3.3.2

Feature Extraction

Unlike feature selection, the concept of feature extraction involves some sort
of transformation of the raw features to gain the reduced and transformed
feature set. This transformation can be linear as well as nonlinear as described in [89, pp. 213-214].
In the following a simple example is provided. One starts with the feature
set {A, B, C, D}. This feature set has to be reduced. While feature selection
would produce a subset such as {B, D}, feature extraction is supposed to
5

This observation can indicate that a local minimum was found.
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create transformed features such as the linear extraction {A + B, C − D}.
Other possibilities include {A ∗ C} or {B D , C/A}.

3.4

Support Vector Machines

The concept of support vector machines, as proposed by Vladimir Vapnik,
emerged from the field of statistical learning theory. SVMs were originally
used to solve supervised two-class classification problems. Over the years researchers came up with numerous enhancements such as one-class SVMs [79]
and multi-class SVMs just to name a few. Nowadays they are a well-known
and popular technique for classification and also regression. Factors leading
to this success were, among others, high accuracy and fast classification as
well as training time [85].
The task of supervised two-class classification is solved by determining
an optimal separating hyperplane (see Section 3.4.1) between the two given
classes. Depending on whether linear or nonlinear SVMs are used, this determination can happen in a high-dimensional feature space.

3.4.1

Operating Mode

As many other machine learning methods, SVMs operate in vector spaces.
The dimension of the vector space is determined by the amount of features
used.
An SVM is characterised by its separating hyperplane H = {x | hw, xi +
b = 0} where w represents the normal vector perpendicular to the hyperplane
and b represents the offset from the origin.
A hypothetical hyperplane is illustrated by the dashed line in diagram (a)
and (b) of Figure 3.12. The hyperplane of diagram (a) is said to separate both
data sets in an optimal way since its margin to the two surrounding lines,
representing the class borders, is maximised6 . Afterwards, the classification
of a vector (i.e., a testing sample) is performed by determining on which
“side” of the hyperplane the vector lies, i.e., to which class it belongs. So
the hypothesis is of the form h : Rn 7→ {−1, 1}. It takes a vector in Rn and
returns either 1 (vector belongs to class 1) or -1 (vector belongs to class -1).
Diagram (b) of Figure 3.12 features a less optimal hyperplane. In this
case the margin of the hyperplane is visibly smaller than in diagram (a).
This affects the generalisation ability since vectors lying very close to the
hyperplane can be classified wrong.
The difficulty of training an SVM now lies in finding the optimal separating hyperplane.
The hyperplane is calculated from a training set X = {xi , yi }ni=0 , where
xi ∈ Rg (the exponent g stands for the amount of features) and yi ∈ {1, −1}.
6

For this reason an SVM is often referred to as large margin classifier.
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Figure 3.12: Optimal (a) and poorly (b) separating hyperplanes of an SVM.
The poorly separating hyperplane offers bad generalisation ability whereas
the optimal separating hyperplane perfectly divides both data sets by maximising the margin of the hyperplane.

The vectors lying closest to the hyperplane, in Figure 3.12 represented as the
bold stars (or “SVs 1” and “SVs 2” in the legend respectively), are referred
to as support vectors. Only these vectors are used for calculating the hyperplane. The exact determination of the hyperplane is covered in detail
in [34, 43].
Nonlinear Support Vector Machines
So far only the linear classification capability of SVMs was introduced. But
by means of so called kernel functions SVMs are also able to separate data
which, at first glance, might not seem to be linearly separable. An example
is illustrated in Figure 3.13. The two data sets are not linearly separable
without accepting many training errors, i.e., training vectors which reside
on the wrong side of the hyperplane.
To solve the nonlinear classification problem, kernel functions, defined as
φ : Rn 7→ Rk , are used the purpose of which is to transform vectors from
the lower dimensional input space to the higher dimensional feature space in
which the data sets become linearly separable [43, pp. 103-109]. A kernel
often recommended for first experiments is the radial basis function kernel
(often also referred to as Gaussian kernel). The kernel requires one variable,
namely γ. The meaning of this variable is explained in Section 4.4.3.
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Figure 3.13: Two data sets which contain linearly inseparable vectors.
Linear separation would be attended by many training errors. Nonlinear
separation, as realised by the black curve, permits the division of both data
sets.

3.4.2

One-Class Support Vector Machines

One-class SVMs were proposed by Schölkopf et al. in [79] as an adaption
of the traditional concept of SVMs. One-class SVMs belong to the class
of unsupervised learning methods and are, as the name already suggests,
only aware of a single class. So after the training phase one-class SVMs
distinguish between vectors inside the sphere, namely in-class, and vectors
which remain outside, accordingly called outliers. The training set is given
by a distribution X = {xi }ni=0 , xi ∈ Rg .
Roughly speaking the concept behind training is similar to two-class
SVMs. One-class SVMs see the origin as the only member of the second
class. The hyperplane is then determined by maximising the distance between the training data and the origin.
As described in [79] the parameter ν, {ν ∈ R | 0 < ν ≤ 1} of a one-class
SVM represents an upper bound for the fraction of outliers of the sphere. A
ν close to 1 can indicate many outliers whereas a ν close to 0 can mean few
outliers.

3.5

Performance Evaluation

Since the hypothesis built by a learning algorithm can be understood as
an approximation to the target function, the quality of this approximation,
the so called performance, is of interest. It is a measure of the hypotheses
capability of generalisation. So the field of performance evaluation tries to
answer the simple question: “How well does my hypothesis generalise?”.
Performance evaluation is used mainly for two reasons. As pointed out
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by Alpaydin in [15, p. 327], these two reasons are:
• Measuring the expected error rate of a machine learning algorithm.
This is important to determine fitting parameters for the machine
learning algorithm or to find the optimal set of features (see Section
3.3).
• Comparing various machine learning algorithms to each other. That
way the optimal algorithm for a specific problem can be investigated.
The following sections focus on the first reason. A detailed overview
concerning algorithm comparison is given in [63, pp. 38-39].
Finally, it is important to state that the results drawn from performance
evaluation only give answers valid for a certain machine learning algorithm
in combination with a certain data set. General conclusions cannot be made.
Section 3.5.1 begins by presenting various popular metrics for performance measurement. These metrics are also used in Chapter 4 to evaluate
the proposed approach. Then, Section 3.5.2 sheds some light on ROC-curves
and how they are used for performance visualisation. Afterwards, Section
3.5.3 and 3.5.4 present techniques which are often used to evaluate hypotheses.

3.5.1

Performance Measures

The term performance measure (or performance metric) specifies the way
how the performance of an algorithm is determined. Up to now only the
concepts of miss rate and false alarm rate have been mentioned. Indeed
there are more performance measures.
As described by [63, pp. 34-35] the below enumeration lists the four
metrics which are used in the following to explain the different performance
measures.
• tp: The amount of correct positive predictions on a testing set (true
positives).
• tn: The amount of correct negative predictions on a testing set (true
negatives).
• f p: The amount of wrong positive predictions on a testing set (false
positives).
• f n: The amount of wrong negative predictions on a testing set (false
negatives).
The metrics defined above are now used to present several performance measures which are frequently used to determine the quality of a hypothesis.
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Accuracy The accuracy (a.k.a. detection rate) of a hypothesis is presented
in Equation 3.13. It determines the percentage of correctly classified
samples. It is often misleadingly considered as the only important
performance measure. Depending on the area of application, more
measures have to be taken into consideration to reliably assess a hypothesis. Nevertheless, for an NIDS a high accuracy indicates that the
hypothesis makes few mistakes. So an accuracy as close to 1 as possible
is highly desirable.
tp + tn
(3.13)
tp + tn + f p + f n
Error rate The error rate as illustrated in Equation 3.14 can be regarded as
the opposite of the accuracy. It determines the percentage of samples
which were classified wrongly (no matter whether positive or negative).
The error rate should stay as close to 0 as possible. The following two
performance measures, namely miss rate and false alarm rate, divide
the error rate into two further rates.
fn + fp
tp + tn + f p + f n

(3.14)

Miss rate The miss rate (a.k.a. false negative rate) specifies the percentage
of samples falsely classified as negative. This is illustrated by Equation
3.15. Again, with respect to NIDS’s, a high miss rate implies that many
intrusions would stay undetected. Thus, the miss rate is supposed to
stay low to detect as many intrusions as possible.
fn
tp + f n

(3.15)

False alarm rate Together with the miss rate, the false alarm rate (a.k.a.
false positive rate) can be regarded as the opposite of the accuracy.
It determines the percentage of samples which were falsely classified
as positive. Concerning NIDS’s, from a practical point of view, a high
false alarm rate can be even more disruptive than a high miss rate since
alarms are usually investigated by network operators. If an NIDS yields
significantly more false alarms than real alarms, network operators
could tend to ignore the alarms of an NIDS. As a result the developers
of network intrusion detection systems try to keep the miss rate and
especially the false alarm rate as low as possible. Equation 3.16 shows
how the false alarm rate is defined.
fp
tn + f p

(3.16)
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ROC-Curves

A more advanced and frequently used way of evaluating a machine learning
models performance is provided by so called ROC (Receiver Operating Characteristic)-curves. In [63, pp. 36-38] the purpose of ROC-curves is described
as follows.
[...] ROC analysis provides a means of evaluating an algorithm
over a range of possible operating scenarios. This is in contrast to
traditional methods of evaluating performance in which we measure an algorithm’s performance for only one operating scenario.
The above mentioned “range of possible operating scenarios” can stand
for many different scenarios and depends on the actual machine learning
method. For example, the range can consist of increasing sizes of the training
set or a varying parameter of the respective machine learning model such as
the parameter ν for a one-class SVM. For each element in the range, a point
in the ROC-curve is determined. Given the ROC-curve of Figure 3.14, a
“perfect” point in the ROC-curve would exhibit a detection rate of 100%
together with a false alarm rate of 0%. Hence, researchers try to push the
curve towards this perfect point, i.e., to the upper left [63, pp. 36-38].
Based on a ROC-curve, an additional performance measure can be deduced, namely the so called area under curve. The area under curve is a
value between 0.5 and 1. The higher this value, the better the hypothesis
performs [63, pp. 36-38].
Figure 3.14 illustrates a hypothetical ROC-curve. One can see that at
one point of the curve, the system will produce 8% false alarms together
with a detection rate of 75%. From this point on, the system will trigger
significantly more false alarms if a little higher detection rate is desired.

3.5.3

Cross Validation

Often, dedicated testing data used for assessing the performance of a hypothesis is rare or even unavailable. Cross validation is a popular technique
to circumvent this often encountered problem.
The main idea is that a data set X consisting of n samples is divided
randomly into k parts which are not overlapping [15, pp. 330-333]. The
exact number depends on n but 10 is often chosen [63, p. 33]. Now one of
the k parts is used as testing data while the remaining k −1 parts are used as
training data. This process is repeated until each of the k parts was tested
exactly once. Thus, all in all the hypothesis is trained and tested k times.
Furthermore, the concept of stratification can be used if the hypothesis is
trained for a multi-class classification problem. Stratification demands that
the amount of samples of each class in a partition must be proportional to
the overall amount of the respective classes. So if, say, 24% of all samples in

3. Machine Learning

46
Intrusion Detection ROC Curve

100
90
80

Detection Rate (%)

70
60
50
40
30
20
10
0

0

5

10

15
20
25
False Alarm Rate (%)

30

35

40

Figure 3.14: ROC-curve which is often found in evaluations of NIDS’s.
The curve illustrates how the detection rate and the false alarm rate change
when a parameter of the machine learning model is modified. A good tradeoff
between the false alarm rate and the detection rate seems to be at the point
with the false alarm rate being 8 and the detection rate being 75.

the training set carry the label a, in each of the k partitions there also have
to be 24% samples with the label a [63, p. 33].
Leave-One-Out Validation
A special form of cross validation is the so called leave-one-out validation.
This variant is characterised by k = n. So for each sample of the training
set the remaining samples are used as training data and the single sample
is used for testing. After all, the hypothesis is trained and tested n times.
Needless to mention that this procedure can be quite costly for large training
sets.
Nevertheless, leave-one-out validation was meant for very small training sets which consist of only a few dozen training samples. Sometimes researchers in the field of medical applications are confronted with this problem
because the creation of training data is costly [15, p. 331]. Leave-one-out
validation tries to enable reliable evaluation also for these sparse training
sets.

3.5.4

Further Criteria

Apart from classical performance indicators which measure the hypotheses
generalisation capability, there are several other criteria which significantly
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influence the performance of a machine learning algorithm as well as other
factors such as the optimisation of it. In [87] Turney gives an overview.
First, the time or effort necessary to build the hypothesis, the training
time, must be kept in mind. A machine learning algorithm might yield high
accuracy on a training set but at the expense of exceptionally long training
time. Surely, if the hypothesis must be built only once after the validation
phase, this is not a serious disadvantage. But the need to periodically retrain
the hypothesis could become a grave problem. Especially if the retraining
has to happen within short time intervals such as on a daily basis.
In addition to the training time, the time or cost necessary to perform
prediction must be regarded too. A hypothesis which is supposed to predict vast amounts of data within short time intervals should exhibit a fast
prediction time. This criteria is particularly relevant for this thesis since
the proposed NIDS is supposed to be able to handle flow data in gigabit
networks.

Chapter 4

Experimental Results
So far the theoretical foundations for this thesis have been discussed. Starting with Chapter 2 the data source for the machine learning method was
introduced. This part was followed by Chapter 3 which covered essential
concepts of the domain of machine learning and introduced one-class SVMs
which will be used in this chapter.
Now that the data source as well as the machine learning method is chosen, the hypothesis proposed in Section 1.2 must be analysed and evaluated.
This chapter is meant to provide the scientific evidence necessary to confirm
the hypothesis.

4.1

Overview

Section 4.2 introduces this chapter by describing the proposed approach in
detail. The experimental setup is illustrated and discussed. Furthermore,
alternative ways of realising the proposed approach are brought up and compared.
Section 4.3 proceeds by analysing and creating the data sets used for
training, validation and testing of the machine learning method. Light is
shed on the structure of the data sets as well as on the preparation for the
one-class SVM.
Section 4.4 concentrates on the selection of a suitable feature subset as
well as on the optimisation of the one-class SVM parameters. All variables
are chosen so that the error rate stays as low as possible. The respective
optimisation techniques are proposed and the results are discussed.
Finally, Section 4.5 concludes this chapter by evaluating the model which
was created in the previous steps. The testing set is predicted and the
limitations of the proposed approach are discussed.
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Proposed Approach

This section is meant to provide a deeper insight into the proposed approach
for inductive network intrusion detection. First, Section 4.2.1 introduces
the different components of the NIDS and explains how they interact. Section 4.5.3 lists expected advantages as well as disadvantages of the proposed
approach.

4.2.1

System Design

A high-level view on the proposed approach is provided in Figure 4.1. It
illustrates the entire path of a flow through the system: from attack detection until network traffic classification. In the following, the individual
components of the NIDS are explained in detail.

Figure 4.1: The high-level view on the proposed approach for inductive
network intrusion detection. An incoming flow is first preprocessed. Then,
two independent SVMs are used to first detect malicious flows and then, if
the flow turns out to be malicious, to perform network traffic classification.

The process of network intrusion detection starts with an incoming flow
which can originate from any NetFlow-enabled network device. The first step
requires the preprocessing of the incoming flow. Preprocessing encompasses
the selection of the needed features as well as the scaling of all values to a
predefined numeric range.
Now the preprocessed flow is ready to serve as input for the next component, namely attack detection. A one-class SVM classifies the flow as either
malicious or not malicious. It is important to note that the one-class SVM
is only aware of a single class. In this case this class embraces only malicious
network flows. Hence, it only distinguishes between “malicious” and “not
malicious” instead of “malicious” and “benign” flows. If the flow turns out to
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be not malicious it is dropped and the next incoming flow is analysed. But
if the flow is classified as malicious, the flow is passed on to the next tier,
namely network traffic classification.
The purpose of network traffic classification is to determine the protocol
to which the flow belongs. A straightforward approach to fulfil this task
is to just evaluate the port numbers of TCP and UDP. That way, a flow
from or to port 80 would be classified as HTTP. Since this approach can be
quite inaccurate, especially if P2P traffic comes into play [50], the network
traffic classification is done by making use of another SVM. This approach
has turned out to be successful in the past [50]. Finally, the second tier is
supposed to yield the protocol to which the malicious flow belongs. The
protocol together with connection information such as IP addresses provides
network operators with enough information to react appropriately, e.g., by
creating firewall rules to block hosts which were caught sending malicious
network traffic.
Due to limitations discussed in Section 4.5.2, only attacks for HTTP and
SSH (Secure Shell) can be detected. For this reason, a two-class SVM is
sufficient to distinguish between HTTP and SSH1 .
The implementation of tier 2 is not covered by this thesis since network
traffic classification with SVMs has been done before. Instead, it is referred
to the work of Li et al. [53], Liu et al. [58] and Kim et al. [50]. All three
contributions used SVMs to classify network traffic.
Both, the one-class SVM as well as the two-class SVM depend on training
data before being able to classify. Two independent training sets, one of them
described in Section 4.3, feed both SVMs with the necessary data. While the
one-class SVM is trained with malicious network flows, the two-class SVM
is trained with HTTP as well as SSH flows.

4.2.2

Discussion

Over the years, researchers contributed numerous approaches for network intrusion detection. Often, these approaches differ significantly in the concept
they are based upon and the algorithms and methods they use. This section
explains the reasons and the motivation which led to this very approach instead of pursuing an already existing approach. Especially, reasons are given
for the choice of one-class SVMs and the training data set used.
The Machine Learning Method
After evaluating several suitable machine learning methods, SVMs, or to be
more precise: one-class SVMs were chosen for attack detection. The most
important reasons leading to this decision are listed below.
1
The alternative is a multi-class SVM if a distinction between more than two protocols
would have been necessary.
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• SVMs provide satisfying training time and accurate classification results [48].
• Multiple kernels allow nonlinear classification.
• In the past researchers achieved highly promising results in comparable
problem domains (see Section 1.3).
• Very good software support is available with the programming library
libsvm [25]. The library will be used for developing the model and
feature selection algorithms as described in Section 4.4.
For attack detection, one-class SVMs as provided by libsvm were favoured
over the more common two-class SVMs because the training set described
below features only malicious flows. This set was used to train the one-class
SVM.
The Training Data
As described above, the one-class SVM of tier 1 is trained with flows of
malicious nature only. This is not the only option how a machine learning
model for the purpose of network intrusion detection can be trained.
Alternatively, the one-class SVM could be trained with benign instead of
malicious data. This alternative would enable the SVM to detect flows which
deviate from benign flows. Hence, a one-class SVM trained with benign flows
would result in an anomaly detection system rather than in an intrusion
detection system.
Finally, a two-class SVM could be trained with both, malicious as well
as benign flows.
The following enumeration explains why the first approach has been
picked up.
• Each computer network has a different understanding of “normal” or
benign network traffic. So what might be perfectly normal traffic for
network A might already be an anomaly or an intrusion for network B.
Thus for each network, prior to perform intrusion detection, one has to
gather a training set consisting of flows which the respective network
sees as benign. This is necessary as there is no global idea of benign
network traffic. Surely the creation of benign data sets implies great
effort.
By using a training set consisting of malicious instead of benign flows,
this is not necessary. Rather malicious behaviour is believed to be
independent of individual computer networks. In summary one could
say that each individual network has a different understanding of benign network traffic whereas many networks share the understanding
of malicious network traffic.
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• Furthermore, there are not as many occurrences and variants of malicious as of benign network traffic. Hence, a comprehensive training set
consisting only of malicious network traffic will most likely be smaller
than a comprehensive set consisting of benign network traffic.
Moreover, an incomplete benign training set would trigger many false
alarms. On the other hand an incomplete malicious training set would
feature a higher miss rate. As already mentioned in Section 3.5.1, this
is often considered less fatal than a high false alarm rate since network
operators tend to ignore systems which produce a high amount of false
alarms. This is a quite pragmatic point of view, though.
• Also, often benign network traffic is not constant in its appearance.
Network operators integrate new protocols and services into a network
and remove old ones. If the flow characteristics of these new protocols
deviate significantly from the trained benign flows, they are classified
as outliers i.e., a false alarm. In fact, from an unbiased point of view,
these events must be considered as outliers. Nevertheless, network
operators are interested in attacks and malicious events rather than in
network traffic caused by their own actions.
Each grave change to a network infrastructure would require the retraining of the hypothesis to prevent an increasing false alarm rate.
Indeed the same observation partly applies to malicious network traffic:
A worm outbreak with yet unknown flow characteristics would stay
undetected as long as no retraining is performed.
It must be noted that the three reasons mentioned above are not facts but
rather assumptions which lead to the decision of using only malicious flows
for training. Special research would be necessary to prove these assumptions
correct. However, this is beyond the scope of this thesis.
Expected Advantages
The proposed concept for an NIDS is supposed to possess certain advantages
which render it highly suitable for the use in high-performance networks.
These advantages are listed below.
• The approach is designed for high-performance networks, i.e., networks
featuring 1GBaseX network links and above. This is possible due to the
lightweight nature of NetFlow records (see Section 2.2.4), the availability of sampling techniques (see Section 2.3.3) to skip flows if they arrive
faster than they can be analysed and the possibility of parallelising the
proposed approach.
• In contrast to traditional signature-based NIDS’s such as snort [9],
the system does not depend on the availability of attack signatures.
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Rather the system learns the underlying flow characteristics to be able
to detect malicious activity.
• The system does not require much effort for integration. In fact existing network topologies need not be changed in order to integrate the
proposed NIDS. The only change is the configuration of a NetFlowenabled network device to make it send its monitored flows to the
collector of the analysis system. That way a possible failure of the
analysis system does not affect the monitored network.
• A once trained one-class SVM model can be distributed to multiple
networks to perform attack detection. As already mentioned, this
advantage bases on the assumption that network attacks are mostly
independent of concrete networks.
Expected Disadvantages
Aside from the above mentioned advantages, the proposed NIDS will inevitably feature disadvantages. The expected disadvantages are shortly discussed in the following.
• Since the proposed approach is based upon generalisation, there will
always be attacks which will stay undetected. It is important to keep
the amount of these attacks low by using representative training data
and selecting good parameters for the machine learning algorithm.
• The proposed NIDS does not see any packet payload and is thus “blind”
against attacks which manifest solely in packet payload and do not
exhibit unique flow characteristics.

4.3

The Data Sets

The data sets which are used for training and testing the machine learning
model provide the fundament for the proposed inductive NIDS. To a large
extent the classification performance of the final hypothesis is influenced by
the quality of the training sets. These data sets are now examined in detail.
Their structure is explored and the preparation is discussed.

4.3.1

Training Data

This section introduces the structure of the training data used for the oneclass SVM. Moreover, the preparation of the training data is covered since
the one-class SVM is not trained with the training data in its original form.
The data set used for training was created by Sperotto et al. in [84]. The
authors created the data set by connecting a honeypot to the Internet for a
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period of 6 days. During this time all network traffic targeting the honeypot
was captured and analysed. Attacks were identified by monitoring the log
files of the installed services. The monitoring is covered in greater detail
below. The exact method of flow collection is described in [84].
The data set was the first of its kind and addressed the need of the
research community for labelled and comprehensive network data sets. According to the researchers, the data set was meant for tuning, training and
evaluating NIDS’s. In this thesis, the data set is exclusively used for training.
Database Structure
The data set consists of 14.170.132 flows whereas most flows can be regarded
as part of malicious activities. The flows are organised in a MySQL (Simple
Query Language) database. Figure 4.2 shows the ER (Entity Relationship)model of the database. The database consists of six different tables.
flows
PK

alerts

id
src_ip
dst_ip
packets
octets
start_time
start_msec
end_time
end_msec
src_port
dst_port
tcp_flags
prot

PK

id

FK1

automated
succeeded
description
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type

flow_alert
PK,FK1
PK,FK2

flowid
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alert_type
PK

id
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alert_causality

alert_cluster
PK,FK1
PK,FK2

PK,FK1
PK,FK2

parent
child

parent
child

Figure 4.2: ER-model of the training data set. The model shows how the
tables are interconnected and what information they hold. The actual flows
are stored in the table “flows”. The remaining tables provide the correlation
to alerts and alert clusters.

The following enumeration shortly introduces all tables of Figure 4.2
and explains how they are associated with each other. For a more detailed
explanation it is referred to [83].
flows Contains all collected network flows. The single fields of the table are
self-explanatory. The IP addresses are anonymised. The table holds a
total of 14.170.132 entries, i.e., flows.
flow_alert Necessary to establish the relationship between flows and alerts.
The relationship is M:1 which means that one or more flows together
can form an alert but a flow can only belong to one alert.
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alerts Holds security-relevant alerts which were caused by one or more flows.
The binary field “automated” indicates whether an attacker manually
or automatically triggered an alert. The same applies to the field “succeeded”. The attack can either have succeeded or failed. The field
“description” contains a description of the alert as found in the log
files of the respective service. Finally the table contains a reference to
the table alert_type to indicate the type of the alert. Overall, the 14
million flows form 7.606.028 different alerts.
alert_type Referenced by the alerts table. The table holds nine different
types, namely ssh_scan, ssh_conn, ftp_scan, ftp_conn, http_scan,
http_conn, authident_sideeffect, irc_sideeffect and icmp_sideeffect.
Alerts whose type ends with “conn” indicate single connection attempts
which can be grouped to a scan (type ending with “scan”). Alerts whose
type ends with “sideeffect” represent, as the name already suggests, side
effect traffic. The authors of the data set refer to side effect traffic as
traffic which was caused by actual attacks but is not malicious by itself.
alert_cluster Enables the creation of alert clusters. This means that single
and apparently isolated alerts (alert_type 2, 4 and 6) can be combined
to form a cluster alert (alert_type 1, 3 and 5).
alert_causality Provides causality information by connecting apparently
isolated alerts. For example the successful attack of a host triggers
an alert. Afterwards the SSH scans started by the attacker on the
compromised host trigger further alerts. Then these isolated alerts are
connected by the alert_causality table.
Database Content
Now that the basic structure of the training set was covered, a more detailed look is taken at the different network protocols and their respective
distribution.
The authors of the data set concentrated their monitoring activity on
three protocols and services:
• SSH, provided by OpenSSH [7].
• HTTP, provided by Apache [1].
• FTP (File Transfer Protocol), provided by ProFTPD [8].
The log files of these three services have been observed. For each spotted
intrusion, alerts were generated.
The protocol distribution of the training set is illustrated in Figure 4.3.
By far the most flows have been collected for SSH. These flows represent
∼ 98.4% of the entire data set. This protocol is followed by auth/ident
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which belongs to the group of side effect traffic. Basically, auth/ident traffic
is caused by connection attempts to the SSH or FTP services. Compared to
the high amount of SSH flows, HTTP and FTP flows are relatively sparse.
Concerning FTP, the authors noted that during the 6 day monitoring period
only 6 connection attempts to the FTP service had been observed. All these
connections were immediately closed after the connection was established.
Protocol Distribution
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Figure 4.3: Illustrates the distribution of the services of the training set. By
far the most flows have been collected for the SSH protocol. The remaining
flows belong to auth/ident, HTTP or IRC.

Figure 4.4 illustrates how the different types of malicious flows are distributed. The figure shows the ratio between automated/manual and succeeded/failed attacks, respectively. With more than 14 million flows, automated alerts clearly dominate over manual alerts which consist of only 6
flows. On the other hand there are far more failed than succeeded attacks.
Nevertheless, there are 144 flows which represent succeeded attacks. These
144 flows are of particular interest with respect to the creation of a suitable
training set.
Flow cleanup
The presented data set cannot be used as it is for training the one-class SVM
for two reasons: First of all the data set contains many flows which are not
of malicious nature and second, 14 million flows require an unacceptably
high training time. The many training phases demanded by cross validation
(see Section 4.4) additionally increases the necessary effort. Thus, the data
set must be drastically reduced to a small subset which is not affected by
the problems mentioned above. This reduction consists of two steps and is
described in the following.
In the first step all flows which are not directly security relevant are
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Figure 4.4: Illustrates the attack types of the training set. Almost all
malicious flows are part of automated attacks. Only 6 attacks are manual.
Furthermore, far more attacks failed than succeeded.

deleted. This embraces, among others, flows which are labelled as side-effect
as well as flows which are not labelled at all. The below enumeration depicts
the flows chosen for deletion.
All unlabelled flows These flows are deleted since their nature (either benign or malicious) cannot be verified. This makes them useless for
training. All in all 5.968 flows were affected by the deletion.
All protocols other than SSH/HTTP As mentioned by the authors of
[84], log files have only been analysed for the services SSH, FTP and
HTTP. Thus concrete security incidents are only available for these
three protocols. FTP flows are deleted too because the few FTP flows
captured are not malicious. In this case 215.123 flows were affected by
the deletion.
Duplicates Certain training samples have duplicate values and appear to
be identical. The duplicate entries are deleted.
The deletion of irrelevant flows as pointed out above reduced the original
data set by almost a quarter million flows. Since the remaining 13 million
flows are still too much for training and especially model and feature selection, this step will further reduce the remaining flows by randomly selecting
a subset. The goal is to gain a subset which is small enough to allow efficient
training i.e., the training time should not exceed a minute2 . That way model
and feature selection becomes feasible within an acceptable time frame.
Figure 4.5 shows how the training time increases with additional training
samples. While the Y-axis denotes the amount of seconds necessary for
2

For measurement an Intel Core2 Quad CPU with four cores of 2.4GHz was used
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training, the X-axis refers to the amount of training samples in the respective
set. The training sets ranging from 20.000 to 180.000 samples were built by
using a random subset of the original training data. For each training set
size, three random sets were created. Thus, Figure 4.5 features three different
bars for each set size. So all in all 27 training sets were created and used to
train a one-class SVM with the parameters γ being 0.2 and ν being 0.05.
Training time vs. training set size
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Figure 4.5: Relationship between the time necessary to train a training set
and the size of the respective training set. For each training set size three
randomly sampled sets were created and trained. The time necessary to train
the respective sets is plotted. Although the training time seems to increase
with additional set size, it often varies drastically.

The figure shows that a larger training set does not automatically imply longer training time. The training times often vary drastically. While
the training sets consisting of 160.000 samples seem to consume the most
training time at an average, the sets featuring 180.000 samples were trained
faster. Surely the plotted data is statistically irrelevant as only three training sets were created for each size. But the results indicate that training
time depends not only on the training set size but also on the actual training samples. Nevertheless, with increasing training set size, the underlying
quadratic programming problem becomes more complex and hence requires
more time for solving.
To be able to perform fast model and feature selection, the final training
set size is chosen to be around 20.000 samples. This is comparable to the
lowest bar on the far left as illustrated in Figure 4.5. So random sampling
was used to select a subset of the approximate size of 20.000. The sampling
was implemented by simply selecting every flow of the set with a probability
of 1/600 to be part of the final training set.
Apart from the flows which can be considered useless and should be
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deleted, there are certain flows which are of particularly high importance
and must not be deleted. These flows are succeeded attacks. The training
set features a small number of flows which are part of succeeded attacks
i.e., attacks in which the attacker succeeded in compromising the honeypot.
These flows are of higher relevance than all the failed attacks which did
not harm the honeypot. All succeeded attacks can easily be determined by
searching for all flows whose associated alerts have the bit “succeeded” set
to 1. All succeeded flows were added to the training set.
Finally, the cleanup process as described above yielded a total of 22924
flows which represent the final data set. This data set is later used for
training, validation and testing of the one-class SVM.
Scaling
The final step necessary to complete the preparation of training data is
scaling. As suggested by Hsu et al. in [47], training data should be scaled
to a specific numeric range in order to achieve optimal classification results.
According to the authors this prevents values in bigger numeric ranges to
dominate values in smaller ranges.
The libsvm library already provides a tool named svm-scale which is able
to handle the scaling of data. As recommended in [47, p. 4], this tool was
used to scale the available training data to the numeric range of [−1, +1].
Figure 4.1 shows the resulting scale file as determined by the tool. For
each feature of the training set it specifies the minimum and maximum values
observed in the training data. For instance, for feature 4 (TCP and UDP
source port), the minimum port was 22 and the maximum port 53989.
x
-1 1
1 1 20
2 40 4382
3 0 20.988
4 22 53989
5 22 61236
6 2 43

Listing 4.1: Original scaling range as determined by the tool svm-scale.

However, one has to keep in mind that testing data also must be scaled
to the same range prior to perform classification. But the scale file of Listing
4.1 is only valid for the samples in the training data. During real operations
inevitably flows will occur which lie outside of the given scaling range. For
instance, a flow targeting the FTP service on TCP port 21 is already smaller
than the minimum of feature 4 (destination port): 22. According to the
given scale file both values would be represented as −1 which is undesirable.
For this reason the original scale file was modified so that as yet unknown testing samples which would exceed the ranges can also be scaled
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appropriately. The resulting scale file is shown in Listing 4.2.
x
-1 1
1 1 1000
2 1 60000
3 0 1800
4 0 65535
5 0 65535
6 0 255
7 0 255

Listing 4.2: Manually modified scaling range

For feature one, namely packets/flow, a minimum value of 1 and a maximum value of 1000 was chosen. The maximum value is arbitrary but large
enough to be rarely reached by testing flows.
The same reasoning was applied to the next feature, namely octets/flow.
With 60000, the maximum value is 60 times larger than the maximum value
of the feature packets/flow. This number was chosen because each packet
will carry a few dozen octets.
Feature three stands for the duration of a flow. The maximum value of
1800 was chosen because in NetFlow v5 an active timeout of 1800 seconds
(equals 30 minutes) is set per default.
Feature four and five represent source port and destination port, respectively. The chosen range is straightforward since both, source and destination
port can range from 0 (although 0 is not considered a valid port number) to
65535.
Feature six (TCP flags) and seven (IP protocol value) range from 0 to
255 since both are usually represented as an 8-bit integer. Concerning TCP
flags, the flags CWR (Congestion Window Reduced) and ECN (Explicit Congestion Notification), both introduced with RFC 3168 [75], were considered
too.
Finally, the original implementation of the tool svm-scale was patched
so that samples holding values with zero were not reduced in size. This
simplified the implementation of the feature selection approach. The patch
is provided in Appendix B.2.

4.3.2

Testing Data

Effective feature and parameter selection requires different performance measures as described in Section 3.5.1. Since the reduced training set only contains malicious flows, the performance measures are limited to true positives
and false negatives. Surely these two measures give a certain impression
on how the built hypothesis performs but this impression is rather limited.
For example, despite great results in terms of true positives and false negatives, the hypothesis could later produce a high amount of false alarms.

4. Experimental Results

61

This drawback would not be “visible” during testing since the performance
measure cannot be calculated with only malicious flows.
To prevent this kind of problem, benign network flows are needed to be
able to calculate additional performance measures such as the false alarm
rate.
This section covers the creation of a limited amount of benign network
flows which are later used for measuring the performance of the hypothesis
during cross validation. While Section 4.3.2 describes the setup and how the
flows are gathered, Section 4.3.2 covers the monitored protocols and how the
network traffic was chosen. It must be made clear that these benign network
flows are only meant for the purpose of validation and testing. They are not
used to train the hypothesis.
Monitoring Setup
Figure 4.6 illustrates the setup which was created for the generation of benign network traffic. All the network traffic was generated from inside a
virtual machine which is based on Grml Linux 2010.4 [4]. A virtual machine
was chosen because it is lightweight, fast to set up and can be reset to its initial state quickly. No incoming network connections to the virtual machine
were permitted. The only incoming network traffic was related to previously
outgoing network traffic. That way, no unwanted network traffic appeared
in the traffic dump. Hence, the dump can be considered attack-free.

Figure 4.6: Setup for the creation of benign network flows. A clean host
inside a virtual machine creates benign network traffic heading towards the
Internet. All this attack-free network traffic is captured and transformed to
flow format.

All the network traffic was captured by a tcpdump [11] process running
inside the virtual machine. After the generation phase, the traffic dump was
transferred to an analysis host outside the virtual machine. This host was
used to extract flows out of the network dumps. This was done in the same
way as described in [84] – by using the tool softflowd [10]. The tool nfcapd [6]
served as NetFlow collector which received the flows exported by softflowd.
Finally the binary files dumped by the NetFlow collector were processed
by a modified version of nfdump [6]3 . The results were several plain text files
3

The formatting mechanism was enhanced so that the output of nfdump can directly
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(one for each protocol) consisting of one flow per line. Each flow is of the
form as shown in Listing 4.3. The first number, the class label, is described
later. The following seven numbers are in this order: packets per flow, octets
per flow, duration of the flow, source port, destination port, disjunction of
the TCP flags of the flow and the IP protocol.
So Listing 4.3 contains a flow originating from port 22 and targeting
port 54065. Only one packet was transferred and a total of 46 bytes. The
disjunction of the TCP flags was 20 and the IP protocol value 6 which stands
for the TCP protocol.
1 0

1:1

2:46

3:0.001000

4:22

5:54065

6:20

7:6

Listing 4.3: Possible flow.

Generated Traffic
An overview of the amount of collected flows and the protocol distribution
is given in Table 4.1. Overall, 1904 different flows were created which are all
of benign nature.
Flow type
HTTP

Flow amount
1658

FTP

88

ICMP

86

DNS

52

SSH

20

Overall

1904

Table 4.1: Statistics of the data set holding only benign flows. The first
column specifies the protocol and the second column denotes the amount
of flows, collected for the respective protocol. 1904 flows have been created
overall.

Concerning protocol distribution, the benign network traffic is oriented
towards the training set introduced in Section 4.3. This means that most
attention has been paid to the SSH and HTTP service4 . The reason is that
this should reveal how well the final hypothesis is able to distinguish between
benign and malicious network traffic of the same protocol.
be used by the tool svm-scale [25]. The patch for nfdump can be found in Appendix B.1.
4
Note that for SSH not as many flows as for HTTP have been collected because usually
every SSH session results in only two flows whereas HTTP flows are easier and quicker to
create, e.g. just be surfing on websites.
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Nevertheless, many flows of other protocols have been collected too, including widespread protocols which can be found in practically any network
such as ICMP and DNS.
The following enumeration describes how flows for the respective protocols have been created. Emphasis has been placed on as much protocol
variance as possible. This means that for each protocol, the underlying flow
characteristics should vary as much as possible (e.g., highly different values
for the “octets per flow” or “TCP flags” field).
HTTP Numerous ordinary website requests were captured, i.e. HTTP 1.1
GET-requests to arbitrary websites. Small downloads were used to
vary the packets, octets and duration field of the flow record. Different HTTP methods which sometimes yield short responses have been
enforced. For example, the error code 403 Forbidden. In addition,
HTTPS (Hyper Text Transfer Protocol Secure) over TCP port 443
was used. The network traffic generation resulted in 1658 flows. Nevertheless, a fraction of these flows represent side effects such as DNS
requests which are often necessary before a website can be accessed.
SSH Aside from classical SSH sessions (i.e., login on a remote host and
subsequent execution of several commands), the tool scp [7] was used
to transfer files of up to a few megabytes in size. Furthermore, the
tool ssh [7] was invoked with a single command as argument which
leads to a small flow because the connection is terminated as soon as
the command finished its execution on the remote host. Also, invalid
login attempts were simulated with either wrong username/password
combinations or wrong endpoint parameters such as an invalid port
number. In fact, brute-force software acts in a similar way but invalid
login attempts are also caused by network operators on a regular basis.
Finally, for SSH, 20 flows were created.
ICMP Several ordinary ICMP echo requests (i.e., type 8, code 0) were
sent to different remote hosts. Some requests yielded answers, others
resulted in a timeout. In total, the network traffic generation produced
86 ICMP flows.
DNS Many DNS requests just asking for an A record (an IPv4 address corresponding to a domain name) were captured. Furthermore, requests
are present which ask for the MX record or all available DNS records.
Finally, 52 DNS flows were created.
FTP Overall, 88 different FTP flows were captured. This involves flows
of the control -as well as the data connection of the FTP protocol.
Several files varying in their size were downloaded.

4. Experimental Results

4.3.3

64

Data Set Allocation

Up to now two independent data sets have been created: the malicious and
the benign data set. In the next step, these two data sets are used for
training, validation and testing. Now these data sets are divided into four
independent parts. Namely, the malicious as well as the benign data set are
split into two parts: a validation and a testing partition, respectively. For
the malicious data set, the validation partition makes up 2/3 and for the
benign data set 1/2 of the entire set. For a better understanding, Figure 4.7
illustrates the partitioning.

Figure 4.7: The two created data sets are divided into a validation and
a testing data set respectively. The purpose of this procedure is to prevent
biased results by using a dedicated set for validation as well as for testing.

Finally, the sets referred to as “training and validation set” and “validation
set” are used for model and parameter selection in the next section. After
this phase is finished, the remaining sets called “testing set” are used to
finally evaluate the created hypothesis.

4.4

Model and Feature Selection

After the discussion of the training and testing sets in Section 4.3, more light
is now shed on the process of model selection (from now on the term is used
interchangeably with “parameter selection” or “parameter optimisation”) and
feature selection. The purpose of both techniques is the optimisation of the
classifier, i.e., the achievement of optimal classification results. As described
later, the classifier can be optimised with respect to miscellaneous performance metrics, including high accuracy or a low miss rate.
On the one hand, this section clarifies from a theoretic point of view how
model and feature selection is performed. On the other hand, the actual
features and model parameters which are to be optimised are introduced.
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Finally, the results of the custom optimisation technique are presented and
explained in detail.

4.4.1

Approach

Basically, the two problems of feature and parameter selection can either be
regarded as independent or as joint optimisation problems.
Independent Optimisation
Independent optimisation means that first a feature subset is selected and
afterwards parameter optimisation is performed or vice versa. According to
that, in a first step feature selection can be performed by using an arbitrarily
chosen tuple of one-class SVM parameters, e.g., ν being 0.2 and γ being 0.5.
Based on these parameters, feature selection can be performed by making
use of, e.g., forward selection as described in Section 3.3. After the process of
feature selection yielded the optimal set of features, parameter selection can
now be conducted by making use of the features determined in the previous
step. Alternatively, one could begin with parameter optimisation and then
continue with feature selection.
Joint Optimisation
Contrary to independent optimisation, joint optimisation suggests to optimise features as well as parameters simultaneously. So instead of two independent, there is now one single optimisation problem. The idea is that
the feature and parameter selection algorithms are combined somehow. For
example, for all relevant feature subsets, parameter selection is performed or
vice versa. By following this approach, the computational time can increase.
On the other hand, the results may benefit from joint optimisation as the
research of [54, 92, 95] indicates. Due to this advantage, the idea of joint
optimisation is picked up in the next sections.
Measuring the Effectiveness
Now the question remains of how to measure whether the selected features
and parameters are “good” or not. This is necessary to be able to finally end
up with the best features and parameters.
In this case, the quality of a given set of features and parameters is
determined by calculating the error rates which consist of the false alarm
rate and the miss rate as defined in Section 3.5.1. So for every unique
combination of features and parameters, the error rates are to be calculated.
After joint optimisation yielded a large set of error rates, the best rate
is defined as the one with the lowest false alarm rate. If multiple error
rates exhibit the same false alarm rate, the lowest miss rate is taken into
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consideration. As already mentioned, the optimisation of the false alarm rate
bases on a pragmatic point of view which assumes that network operators
tend to ignore systems yielding many false alarms. For this reason, the
created machine learning model should cause as few false alarms as possible.

4.4.2

Feature Optimisation

The available features intended for optimisation are predetermined by the
training set discussed in Section 4.3.1. The available attributes are illustrated
in Figure 4.2 in the table named “flows”. Altogether, the table offers 12
different flow attributes but not all of them are relevant or make sense from
the perspective of machine learning. For this reason, some attributes are
ignored or transformed as discussed below.
First of all, IP addresses are ignored as feature candidates because they
have been anonymised in the training set which renders them useless. Also,
for privacy reasons it is not always possible to monitor IP addresses without
running into legal issues.
Next, the start and end time of a flow only become interesting if observed
in the form of the duration of a flow. So these four feature candidates5
together are combined to a new feature called “duration” which specifies the
duration of a flow in seconds with a precision of milliseconds.
Finally, the training set now contains seven different attributes which
can basically serve as features for the machine learning algorithm. These
attributes are listed and shortly explained in Table 4.2.
Feature

Description

Packets/flow

Amount of network packets transferred in the flow.

Octets/flow

Amount of octets transferred in the flow.

Duration

Duration of the flow in seconds with a precision of
milliseconds.

Source port

Source port of the flow.

Destination port

Destination port of the flow.

TCP flags

Disjunction of the TCP flags occurring in the flow.

IP protocol

IP protocol number of the flow.

Table 4.2: Enumeration of the final feature candidates. The first column
specifies the name of the possible feature and the second column gives a short
description. Altogether, seven feature candidates are present.
5
The four features which specify the start time of the flow in seconds and milliseconds
as well as end time in seconds and milliseconds.
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Provided that at least one feature must remain in the final subset, there
are 27 − 1 = 127 different combinations for these seven attributes since each
feature can either be present or absent. Now the purpose of feature subset
selection as conducted in Section 4.4.4 is to determine the combination of
these seven features which achieves the lowest error rates.

4.4.3

Parameter Optimisation

As described in Section 4.2.1, a one-class SVM is responsible for attack
detection. In the chosen constellation, there are two parameters for a oneclass SVM which can be freely chosen: ν, {ν ∈ R | 0 < ν ≤ 1} and γ, {γ ∈
R | 0 ≤ γ}. So the actual parameter optimisation problem is equivalent with
the search for the optimal tradeoff between ν and γ.
The purpose of the parameter ν was already described in Section 3.4.2.
As recommended in [47], an RBF (Radial Basis Function) kernel is used
for the one-class SVM. The RBF kernel requires a parameter γ which determines the so called width of the RBF kernel. A smaller γ indicates
smoother functions whereas bigger values for γ lead to more flexible functions. Smoother functions tend to underfit whereas highly flexible functions
tend to overfit.
During the process of parameter optimisation, for ν all values in the set
{0.001, 0.201, 0.401, 0.601, 0.801} are tested. The set starts with the value
0.001 and grows by 0.2 until 0.801. That way, a total of five values in the
range between 0 and 1 are tested for ν. Basically, a small value for ν (i.e.,
closer to 0 rather than to 1) is expected because the fraction of outliers in
the training set should stay low.
For γ, the set {0.1, 0.3, 0.5, 1, 2, 5, 10} holds all values to be tested. In
contrast to the set for ν, the γ set does not grow linearly. Instead, starting
with small values such as 0.1 and 0.3, the set grows by increasingly big values
until 10. The upper bound 10 was randomly chosen. If the optimal γ turns
out to be 10, bigger values will have to be tested too.
Based on the ranges for ν and γ, there are 5 ∗ 7 = 35 different combinations of both parameters. Joint optimisation now tries to determine the best
tradeoff between these 35 combinations and the 127 different combinations
of flow features.

4.4.4

Joint Algorithmic Optimisation

As discussed in the above sections, the task of feature and model selection
boils down to selecting a feature subset as well as the two parameters for the
one-class SVM. This is realised by performing a so called grid search.
The idea behind a grid search is simple. As the name already suggests,
a search is performed in an n-dimensional grid. A grid can feature n axes
and holds a finite amount of points. For instance, a 4x3x5x4 grid in N4
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consists of 240 points. Now for each point in the grid, a calculation is run.
The results of all calculations are collected and according to a predefined
evaluation criteria, the “best” of the 240 points in the grid is identified. In
this case, a search in R3 is performed since there are three values to optimise,
namely the feature subset, γ and ν.
As recommended in [47], the grid search is split into two phases: a coarse
grained and a fine grained search. The coarse grained search is meant to
determine the approximate region in the grid which exhibits the lowest error
rate. Based on this result, the fine grained grid search further explores the
surrounding area of the lowest error rate to achieve even better results. So
the purpose of the fine grained search is to take the results of the coarse
grained search and tune the found variables even a little more if possible.
To calculate the error rates of all points in the grid, an 8-folded6 cross
validation is performed. The cross validation makes use of the malicious as
well as the benign validation set (see Section 4.3.3) in order to be able to
determine the false alarm rate and the miss rate. These two rates together
form the error rate of a point in the grid. As already mentioned, special
emphasis is placed on the attempt to keep the false alarm rate as low as
possible.
The actual implementation of the proposed grid search, namely the code
for cross validation and joint optimisation is listed in Appendix B.3.
Coarse Grained Grid Search
Algorithm 1 formally describes the way in which the coarse grained grid
search works. The algorithm features four loops. The first loop (line 1) iterates over all of the 127 possible feature subsets. The next two loops (line 2
and 3) iterate over the parameter sets for ν and γ, respectively. Finally, the
innermost loop (line 4) iterates over the eight folds of the cross validation.
In the body (line 5 to 10), first the one-class SVM is trained with the current folds of the training set. Afterwards, the miss rate as well as the false
alarm rate are determined and saved. Overall, the body of the four loops is
executed 127 ∗ 5 ∗ 7 ∗ 8 = 35560 times.
6
The fold size was decided to be a multiple of four, since this is the amount of CPU
cores, the cross validation was run on.
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Algorithm 1: Coarse Grained Feature and Parameter Selection
1
2
3
4
5
6

7
8
9
10

for featureSubset ∈ {f eatureSubset1 , ..., f eatureSubset127 } do
for ν ∈ {0.001, 0.201, 0.401, 0.601, 0.801} do
for γ ∈ {0.1, 0.3, 0.5, 1, 2, 5, 10} do
for f old ∈ {1, 2, 3, ..., 7, 8} do
model := train(trainingSetf old ⊂ trainingSet, γ, ν);
tPos, fNeg := predict(trainingSet \ trainingSetf old ,
model);
tNeg, fPos := predict(testingSet, model);
false alarm rate := fPos / (fPos + tNeg);
miss rate := fNeg / (fNeg + tPos);
save(false alarm rate, miss rate);

The three-dimensional grid of the coarse grained grid search is illustrated
in Figure 4.8. The X-axis represents the γ parameter, the Y-axis the ν
parameter and the Z-axis stands for the feature subsets ranging from 0 to
126. The grid contains 5 (ν) * 7 (γ) * 127 (feature subsets) = 4445 different
points. For each point, the 8-folded cross validation is run.
Coarse Grained Grid Search

120

Feature Subset

100
80
60
40
20
0
0.801
0.601

5.0
0.401
0.201
ν

0.3
0.001

0.1

0.5

1.0

10.0

2.0

γ

Figure 4.8: Three-dimensional coarse grained grid which represents all
possible combinations of the feature subset, ν and γ. An exhaustive search
requires the computation of each point in the grid. In this case 7 ∗ 5 ∗ 127 =
4445 calculations, i.e., cross validations.

The best ten feature and parameter combinations as determined by the
grid search are listed in Table 4.3. FAR is an abbreviation for false alarm
rate and MR for miss rate. In the column for the feature subsets, the abbre-
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viations are as follows: P = packets, O = octets, D = duration, SP = source
port, DP = destination port, TF = TCP flags and PR = IP protocol.
FAR

MR

γ

ν

Feature Subset

0%

22.53807%

0.1

0.201

SP, DP, TF, PR

0%

22.53807%

0.1

0.201

SP, DP, TF

0%

22.61685%

0.3

0.201

SP, DP, TF, PR

0%

22.61685%

0.3

0.201

SP, DP, TF

0%

22.66281%

0.1

0.201

P, SP, DP, TF, PR

0%

22.66281%

0.1

0.201

P, SP, DP, TF

0%

22.70220%

0.5

0.201

SP, DP, TF, PR

0%

22.70220%

0.5

0.201

SP, DP, TF

0%

22.70877%

0.1

0.201

P, D, SP, DP, TF, PR

0%

22.70877%

0.1

0.201

P, D, SP, DP, TF

Table 4.3: Best ten results of the coarse grained grid search used to perform
model and feature selection. The optimisation happened with respect to a
low false alarm rate. The first column states the false alarm rate and the
remaining columns stand for the miss rate, the model parameters as well as
the feature subset, respectively.

According to the results, none of the best ten combinations did cause
any false alarms. Furthermore, all combinations yielded a miss rate of approximately 22%. The best two combinations resulted in a miss rate of
22.53807% which is only slightly lower than the remaining rates. The parameters leading to this rate were γ = 0.1, ν = 0.201 and a feature subset of
source port, destination port, TCP flags and IP protocol value. The feature
subset source port, destination port and TCP flags led to the same results.
Nevertheless, the result including the IP protocol value is chosen for further
improvement because the additional dimension of the IP protocol value is
believed to enhance the generalisation capability of the one-class SVM.
So the combination selected for additional optimisation in the fine grained
grid search is: γ = 0.1, ν = 0.201 and feature subset = source port, destination port, TCP flags and IP protocol.
Also, one can observe that ν did not vary in any of the top ten results. It
is always 0.201. The parameter γ, on the other hand, exhibits some variance
in the range between 0.1 and 0.5.
Finally, Table 4.3 shows that there are always two feature subsets which
lead to an identical error rate. In all of these two feature subsets, the IP
protocol value is either present or absent. Moreover, as already mentioned
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the differences in the miss rates are very low. Hence, one can say that there
are multiple points in the grid which achieve a comparably good error rate.
The best point performed only marginally better than the remaining points.
Although optimisation was realised with the goal of a low false alarm
rate, optimisation can also be conducted with respect to a low miss rate.
Table 4.4 gives the appropriate results and holds the ten combinations which
resulted in the lowest miss rate. The parameters γ = 1, ν = 0.001 and the
features TCP flags and IP protocol value together achieved a miss rate of
only 0.02626%. Unfortunately, this miss rate comes with an unacceptably
high false alarm rate of almost 60%. As in the previous table, ν does not
show any variance whereas γ and the feature subsets do. However, these
results are only meant to provide additional information. They are not used
in the remainder of this thesis.
MR

FAR

γ

ν

Feature Subset

0.02626%

59.66735%

1.0

0.001

TF, PR

0.02626%

59.66735%

1.0

0.001

TF

0.09191%

76.50727%

0.1

0.001

SP, PR

0.09191%

95.43918%

0.1

0.001

SP

0.11160%

59.22557%

5.0

0.001

D, PR

0.11160%

99.25935%

5.0

0.001

D

0.11817%

57.75727%

10.0

0.001

D, PR

0.11817%

97.58316%

10.0

0.001

D

0.14443%

75.67567%

0.5

0.001

SP, TF, PR

0.14443%

76.26039%

0.5

0.001

SP, TF

Table 4.4: Best ten results of the coarse grained grid search used to perform
model and feature selection. The optimisation happened with respect to a
low miss rate. The first column denotes the miss rate and the remaining
ones stand for the false alarm rate and the model parameters as well as the
feature subset.

Fine Grained Grid Search
The coarse grained grid search resulted in the two one-class SVM parameters
γ = 0.1 and ν = 0.201. The best feature subset has also been found, namely
source port, destination port, TCP flags and IP protocol.
The feature subset can now be regarded as final and is not optimised any
further. The reason is that it does not make any sense to explore the surrounding area of the found feature subset since the single feature subsets are
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independent of each other. So, slightly varying the feature subset probably
would lead to drastically different results for each subset.
The purpose of the fine grained grid search now is to further optimise
only γ and ν. Contrary to the coarse grained search, this optimisation is
performed in R2 . The precise algorithm is described in Listing 2. The
structure is similar to the algorithm shown in Listing 1. The two outermost
loops iterate over ν and γ whereas the inner part stays the same. The loop
iterating over the feature subsets is gone, however.
Algorithm 2: Fine Grained Parameter Selection
1
2
3
4
5

6
7
8
9

for ν ∈ {0.01, 0.02, ..., 0.38, 0.39} do
for γ ∈ {0.01, 0.02, ..., 0.28, 0.29} do
for f old ∈ {1, 2, 3, ..., 7, 8} do
model := train(trainingSetf old ⊂ trainingSet, γ, ν);
tPos, fNeg := predict(trainingSet \ trainingSetf old ,
model);
tNeg, fPos := predict(testingSet, model);
false alarm rate := fPos / (fPos + tNeg);
miss rate := fNeg / (fNeg + tPos);
save(false alarm rate, miss rate);

The geometric region to be further explored during the fine grained grid
search is defined as γ = {0.01, 0.02, ..., 0.28, 0.29} and ν = {0.01, 0.02, ..., 0.38,
0.39}. The upper and lower bounds of these regions, namely 0.01, 0.29 and
0.39 are approximated to the nearest points of the coarse grained grid which
are 0.001 and 0.401 for ν and 0 and 0.3 for γ. Thus, by using such a broad
region and an adequate step size of 0.01, the local minimum is to be identified.
Figure 4.9 illustrates the fine grained grid search. The newly formed fine
grained grid in R2 (diagrammed as the grey plane) is a subset of the coarse
grained grid in R3 (diagrammed as the surrounding cube). With 29 ∗ 39
different combinations, there are 1131 calculations, i.e., cross validations to
compute.
The top five results of the fine grained grid search are listed in Table 4.5.
The false alarm rate remained at 0%. The parameter combination of γ =
0.26 and ν = 0.02 resulted in a miss rate of 4.71376% which is significantly
lower than the miss rate of around 22% which was the result of the coarse
grained grid search. As in the previous results, ν did not change whereas γ
exhibits some variance.
Figure 4.10 illustrates the false alarm rate on the Z-axis together with
the combinations of ν and γ which were tested during the fine grained grid
search. One can see that for the largest part of all combinations of ν and γ,
the false alarm rate is 0%. But for very low ν, there is a false alarm rate of
around 0.45%.
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Figure 4.9: Two-dimensional fine grained grid which explores the optimal
combination of ν and γ in a small region in R2 . Computed after the coarse
grained grid search yielded the region to be further explored.

FAR

MR

γ

ν

0%

4.71376%

0.26

0.02

0%

4.72689%

0.25

0.02

0%

4.74658%

0.29

0.02

0%

4.75315%

0.27

0.02

0%

4.76628%

0.28

0.02

Table 4.5: Best five results of the fine grained grid search used to perform
model selection. The optimisation happened with respect to a low false alarm
rate. The first column denotes the false alarm rate whereas the remaining
columns stand for the miss rate as well as the model parameters.

Figure 4.11 illustrates the same grid but with the miss rate instead of
the false alarm rate on the Z-axis. One can easily see that the miss rate
constantly decreases with a shrinking ν. The parameter γ has hardly any
influence on the miss rate.

4.5

Evaluation

This section is intended to evaluate the one-class SVM model which was
developed in the previous sections. The evaluation results should give an
impression on how the developed machine learning model will behave in real
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False Alarm Rate with varying ν and γ
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Figure 4.10: Relationship between varying parameters ν and γ in the fine
grained grid and the false alarm rate of the machine learning model. Apart
from low ν, e.g. ν = 0.01 there are no false alarms.

networks.
First, in Section 4.5.1 the developed model is tested by letting it predict
the dedicated testing sets (see Section 4.3.3). Out of the predicted labels,
two performance metrics are calculated: the false alarm rate and the miss
rate.
Finally, Section 4.5.2 lists the limitations of the training set.

4.5.1

Model Testing

The model is tested by making use of the dedicated testing set (see Section
4.3.3) which was not seen by the hypothesis before. The hypothesis is said
to be blind against the testing set which means that the testing set can be
considered as completely unknown data.
Figure 4.12, an adapted version of Figure 4.7, illustrates what parts of
the initial data sets are used for training and testing. For the purpose of
evaluation, only the testing sets are of relevance. There is a dedicated testing
set in both, the malicious as well as the benign data set. The malicious
testing set is made up of 7688 flows and the benign testing set contains 942
flows.
The best parameter combination of Table 4.5 was taken to train the oneclass SVM with the malicious training set illustrated in Figure 4.12. This
parameter combination is γ = 0.26 and ν = 0.02. Furthermore, the RBF
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Figure 4.11: Relationship between varying parameters ν and γ in the fine
grained grid and the miss rate of the machine learning model. One can see
that with a decreasing ν the miss rate constantly decreases too. On the other
hand γ hardly influences the miss rate.

Figure 4.12: Determines what parts of the initial data sets are used for
model evaluation. Both parts of the malicious set are either used for training
or testing. Concerning the benign set, just the testing set is used for testing.
The validation set is not used.

kernel was used for the one-class SVM. The resulting model, containing the
above parameters and a total of 305 support vectors was then used to predict
the malicious and the benign testing data.
Table 4.6 holds the results of the prediction of the benign testing set.

4. Experimental Results

76

None of the benign flows was predicted wrong, i.e., all were classified as
outliers. This means that the test resulted in a false alarm rate of 0%.
Type

Predicted

Actual

In-class

0 (0%)

0

Outlier

942 (100%)

942

Table 4.6: Results of the prediction of the benign testing set. None of the
benign flows was predicted as malicious (in-class). Instead, all of the 942
flows were predicted as outliers (benign). This corresponds to a false alarm
rate of 0%.

Table 4.7 holds the results of the prediction of the malicious testing
set. Around 98% of the malicious flows were correctly predicted as in-class.
The remaining flows were falsely predicted as outliers. This performance
conforms to a miss rate of 1.92507%. So in contrast to the benign testing
set, not all of the malicious flows were classified correctly.
Type

Predicted

Actual

In-class

7540 (98.07492%)

7688

Outlier

148 (1.92507%)

0

Table 4.7: Results of the prediction of the malicious testing set. Around
1.9% were predicted as outliers (benign) and the remaining 98% as in-class
(malicious). Hence the miss rate is 1.9%.

Summing up, the evaluation consisted of the prediction of the blind testing sets. The prediction yielded a false alarm rate of 0% and a miss rate of
around 2%.

4.5.2

Data Set Limitations

As mentioned in Section 3.2.4, the final performance and quality of a machine
learning method largely depends on the available training data. Hence, this
section is meant to discuss limitations of the training data which influence
the classifiers ability of generalisation in a negative way.
Nevertheless, it must be mentioned that the training set is the first of its
kind and is without doubt of great value for the research community. So the
below critique should be understood as ideas for further improvement of the
data set.
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Scan Traffic
To a large extent the data set is “polluted” by SSH and HTTP scanning
activity. This network traffic is usually caused by attackers who try to break
into computer accounts by using brute-force tools and security scanners. In
fact, such activities can often be a sign of upcoming attacks but most of the
time network operators consider this type of network traffic as noise.
Information about scanning activity is not very helpful per se. Rather,
network operators are interested in concrete security incidents which result
in the successful break-in into one or more computer systems. Regarding
this type of attacks, the training data set only contains a comparably small
amount of flows.
So when keeping the goal of this thesis in mind, which is network intrusion detection rather than probing or scan detection, the training set should
clearly feature more successful attacks.
Protocol Limitation
As mentioned in Section 4.3.1, attacks are limited to the protocols SSH and
HTTP. Although they clearly belong to the most used protocols nowadays,
far more relevant attacks for many other protocols exist. A high quality
NIDS should be able to detect attacks in other protocols such as DNS and
FTP.
The lack of sufficient protocols and malicious flows in the training set
can lead to the miss of grave attacks.

4.5.3

Discussion

Up to now the optimal features and parameters for the one-class SVM were
determined and the evaluation was performed. The results were listed as
mere facts. This section now takes a look at the results and tries to interpret
them and analyse how the results came about.
In Table 4.3 it is noticeable that all of the ten best feature subsets include the features source as well as destination port and TCP flags. This
observation can indicate that these features are the most important for the
model to distinguish between benign and malicious flows.
However, it is not desirable that it turns out that ports are of high relevance for the hypothesis. It is assumed that ports are a fuzzy and unreliable
source of information. On the server side they are not constant7 and on
the client side the source port depends (among other things) on the network
stack of the respective operating system. So, on the server side, a source port
of 21 does not necessarily imply that a client is talking to an FTP service
7

As a technique of so called “security by obscurity” network operators often change the
ports, services are listening to. For example the standard port for SSH, port 22, is then
changed to a random port such as 54321.
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and the destination port hardly carries any information since it depends on
many factors such as the operating system of the client as well as the amount
of open connections on the client, just to name a few.
For the reasons discussed in the above paragraph, it is interesting to see
how the model performs if neither the source port, nor the destination port
is present. The TCP flags feature is not omitted as it is not regarded as
fuzzy or unreliable. Table 4.8 lists the top ten results of the coarse grained
grid search where feature subsets holding ports are discarded.
FAR

MR

γ

ν

Feature Subset

0.0%

100%

0.5

0.001

PR

...

...

...

...

...

0.70166%

81.13182%

0.1

0.801

P, D

0.70166%

81.13182%

0.1

0.801

P, D, PR

0.92255%

80.44248%

0.3

0.801

P, D

0.92255%

80.44248%

0.3

0.801

P, D, PR

1.15644%

80.49501%

0.5

0.801

P, D

1.15644%

80.49501%

0.5

0.801

P, D, PR

1.15644%

84.14522%

1.0

0.801

D, PR

1.19542%

82.51050%

0.1

0.801

P, O, D, PR

1.20841%

82.20850%

2.0

0.801

D, PR

Table 4.8: Best ten results of the coarse grained grid search where feature
subsets holding source or destination port are absent. The results are significantly worse than the results with these two features being present which
can indicate that the model highly depends on source and destination port.

As can be seen in the first column of Table 4.8, all model parameter
combinations for the feature subset consisting only of the IP protocol value
yielded a false alarm rate of 0% and a miss rate of 100%. Since this feature
subset can be considered useless, the remaining results which just consist of
the IP protocol value are discarded too. Hence, the interesting results start
with the following columns.
Basically, the results of Table 4.8 are considerably worse than the results
including the two port features. The miss rate is around 1% which is too
high for the use in high-performance networks. A gigabit router is dealing
with millions of flows day by day. A false alarm rate of 1% would result in
a vast amount of false alarms each day.
Aside from the fuzzy ports, the feature “duration” is not very reliable too
and could falsify classification results when routing delays are present. Delays
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have the effect that the duration increases. An increase of even seconds is no
uncommonness. So when an identical flow is captured one time at a healthy
network A and at an overloaded network B, the flow captured at network B
could exhibit a significantly higher duration than the flow of network A.
In summary, the results of this chapter look highly promising at first
glance. But a more detailed look reveals that the trained one-class SVM
might yet be too dependent on unreliable features. More tests are necessary
to approve this assumption, however. Nevertheless, the results suggest that
the proposed NIDS provides a solid fundament for further research and tests.
Future work is discussed in Section 5.3.

Chapter 5

Conclusions
Hereby the main part of this thesis is completed. This chapter closes this
thesis by first recapitulating all previous chapters in Section 5.1. After the
summary, Section 5.2 discusses what can be concluded from the results.
This part discusses the implications of this thesis in a more general way
than Section 4.5.3 already did. Finally, Section 5.3 lists and discusses work
which could not be finished in the scope of this thesis and will be covered in
future contributions.

5.1

Thesis Summary

This thesis’ goal was to provide the scientific evidence that one-class SVMs
can be regarded as suitable method for detecting intrusions in flow-based
network data.
Chapter 1 marked the beginning of this thesis and provided the introduction which was structured as follows. Section 1.2 contained the motivation
which led to the creation of this thesis. This part was followed by Section
1.2 which compactly described the proposed hypothesis. Afterwards, related
work of similar areas was presented in Section 1.3. Finally an outline of this
thesis was given in Section 1.4.
Now the type of data, the network intrusion detection system operates
on, had to be elected. This was done in Chapter 2. In Section 2.2 three
different data sources were considered: the packet-based, the payload-based
and the flow-based approach. After defining several key criteria such as scalability for comparing the data sources to each other, the flow-based approach
clearly turned out to be the most interesting one. Finally, in Section 2.3 the
technical details of NetFlow, the most popular flow-based implementation,
were covered.
After the introduction of the data source, the theoretical foundations of
machine learning were covered in Chapter 3. Section 3.2 provided a formal
definition of the task of machine learning and introduced the two different
80
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approaches to machine learning, namely supervised and unsupervised learning. Furthermore, in Section 3.3 the concept of dimensionality together with
typical problems associated with dimensionality was presented. Afterwards,
Section 3.4 was dedicated to support vector machines: the machine learning
method this thesis was based upon. Finally, the chapter was closed with
the introduction of performance evaluation in Section 3.5. This section included performance metrics and frequently used techniques for evaluating
the performance of a machine learning model.
The main contribution of this thesis was covered in Chapter 4. It provided the evidence which is supposed to support the assumption that oneclass SVMs are an adequate method for network intrusion detection. First
of all, in Section 4.2 the proposed approach to inductive network intrusion
detection and the developed scenario were presented from a high level point
of view. Subsequently, Section 4.3 shed light on both, the training as well as
the testing set. The preprocessing, the preparation and finally the allocation
of the data sets were covered. The next step embraced model and feature selection in Section 4.4. This section ended with the best found feature subset
and model parameters for the one-class SVM. Finally, Section 4.5 marked
the end of the chapter by evaluating and discussing the results obtained in
the previous sections. The built model was evaluated with the help of the
testing set and the outcome of this evaluation was discussed and interpreted.

5.2

Interpretation

Now it is time to draw conclusions from the results contributed by this thesis.
This section is meant to interpret the achieved results and to sum up what
can be concluded from this thesis.
First of all, the evidence of Chapter 4 suggests that one-class SVMs are
suitable for the use of network intrusion detection. In fact, there is much
room for improvement (see Section 5.3) and the proposed approach is not
yet ready for deployment in productive networks. Nevertheless, the concept
clearly turned out to be interesting for further research.
Moreover, one can conclude that network meta information as provided
by NetFlow is sufficient for detecting certain types of attacks. Surely, security
incidents which deposit solely in network payload and at the same time look
benign on flow level cannot be detected by flow-based intrusion detection
systems. However, this conclusion is not new. Section 1.3 already lists
contributions of many researchers who successfully used flow-based network
data for network intrusion detection.
Also, it must be mentioned that the proposed approach is not supposed
to replace signature-based network intrusion detection systems. Rather it is
meant to support and complement signature-based systems as pointed out
in [82]. By combining both concepts, the benefits of the signature-based
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approach, namely precise and reliable detection of known attacks adds to
the benefits of the proposed induction-based approach, namely generalisation
capability and detection of yet unknown attacks.

5.3

Future Work

Despite the fact that adequate results have been generated, work is not done
yet. This thesis should be understood as evidence for feasibility instead of
a ready-to-use concept. This section gives an overview about work and enhancements which will be done in the near future. Summing up, future work
consists of enhancing the training and testing data set, running additional
tests, conducting network performance evaluations and visualising detected
intrusions. These tasks are now explained in further detail.
The first aspect to be improved is the data sets. In fact, the training
data set as well as the testing data set. As pointed out in Section 4.5.3 the
evaluation results must be taken with a pinch of salt since the testing data set
is far from representative. Furthermore, as pointed out in Section 4.5.3, the
trained model is highly dependent on source and destination ports. For these
reasons a comprehensive, realistic and unbiased data set is necessary. The
training data set on the other hand can be regarded as elaborate foundation
which is also in the need of enhancement. As a result, future work will consist
of the enhancement of the testing data set as well as the training data set.
This step is necessary in order for the proposed approach to be deployed to
real networks.
Concerning the testing of the developed machine learning model, this
thesis was limited to cross validation (see Section 4.4.4) and the final prediction of the blind testing set as described in Section 4.5.1. In future, when
more comprehensive training and testing sets are available, additional tests
have to be performed. This includes tests which evaluate the models ability of generalisation. A conceivable test could involve training the model
with the flow characteristics of a computer worm in its first generation, e.g.,
worm.A. Afterwards, the model could be tested with future generations of
the worm, i.e., worm.B and worm.C which were enhanced by the malware
author but remained more or less constant in their spreading technique. The
model should be capable of detecting the modified versions.
The applicability in high-performance networks was one of the key factors
which led to the creation of this thesis. However, performance evaluations
could not be accomplished in the scope of this thesis. Future work will
concentrate on providing measurements and performance evaluations which
give an impression on how the proposed approach will scale in 1GBaseX
networks and above. Performance evaluations include but are not limited
to the use of NetFlow sampling techniques, parallelisation of the proposed
approach and measuring the prediction time of the first as well as the second
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tier as introduced in Section 4.2.1.
Apart from intrusion detection, the field of intrusion and anomaly visualisation is an active research topic. Usually, the goal is to visualise security
incidents in a way that helps network operators in deciding how to react.
Therefore, an adequate way of visualising the outliers of the proposed oneclass SVM is crucial for real operations. Future work will evaluate contributions to this research topic and develop a way to visualise incidents in a
clear, straightforward and uncomplicated way.

Appendix A

Content of the enclosed
CD-ROM
Below, all files necessary to reproduce the experimental results are provided.
This ranges from the code to the data sets. Furthermore, this thesis is available in PDF and PS format. All of the listed files can also be obtained from
the author. The e-mail address to contact is philipp.winter@fh-hagenberg.at.
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Diploma thesis (PDF-file)
Diploma thesis (Postscript-file)

Code

Path: code/
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foptimise.py
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One-class SVM wrapper
Cross validation
Feature subset generator
Coarse grained feature and model selection
Fine grained model selection
Utility functions

Data Sets for Coarse Grained Optimisation

Path: datasets/
benign-dataset_scaled.txt Complete scaled benign data set
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benign-testingset_scaled.txt Testing set ⊂ benign data set
benign-validationset_scaled.txt Validation set ⊂ benign data set
malicious-dataset_scaled.txt Complete scaled malicious data set
malicious-testingset_scaled.txt Testing set ⊂ malicious data set
malicious-validationset_scaled.txt Validation set ⊂ malicious data set

A.4

Data Sets for Fine Grained Optimisation

Path: datasets/
benign-subset.txt . . . .

malicious-subset.txt . .

A.5

Benign subset holding only the features:
source port, destination port, TCP flags, IP
protocol
Malicious subset holding only the features:
source port, destination port, TCP flags, IP
protocol

Results

Path: results/
coarse-grained-grid-search.txt Results of the 4445 cross validations of
the coarse grained grid search
fine-grained-grid-search.txt Results of the 1131 cross validations of the
fine grained grid search

Appendix B

Code
Addendum B.1 contains a patch for nfdump in version 1.6.1. Addendum
B.2 contains a patch for svm-scale (part of the library libsvm) in version
2.91. Finally addendum B.3 contains the code which implements the joint
optimisation technique. This comprises code for the one-class SVM wrapper
(see Addendum B.3.1), cross validation (see Addendum B.3.2), the feature
subset generator (see Addendum B.3.3), the coarse grained feature and model
selection algorithm (see Addendum B.3.4), the fine grained model selection
algorithm (see Addendum B.3.5) and finally utility functions (see Addendum
B.3.6).

B.1
1
2
3
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nfdump Patch

diff -Naur nfdump-1.6.1.orig/bin/nf_common.c nfdump-1.6.1/bin/nf_common.c
--- nfdump-1.6.1.orig/bin/nf_common.c 2010-05-10 17:30:19.000000000 +0200
+++ nfdump-1.6.1/bin/nf_common.c 2010-05-10 17:30:31.000000000 +0200
@@ -1003,6 +1003,24 @@
} // End of flow_record_pipe
+
+void flow_record_to_svm(void *record, char ** s, int anon, int tag) {
+
+ master_record_t *r = (master_record_t *) record;
+
+ duration = r->last - r->first;
+ duration += ((double)r->msec_last - (double)r->msec_first) / 1000.0;
+
+ // <label> <packets> <octets> <duration> <srcport> <dstport> <tcp flags> <
protocol>
+ snprintf(data_string, STRINGSIZE-1, "0\t1:%llu\t2:%llu\t3:%f\t4:%u\t5:%u\t6:%u
\t7:%u",
+
(unsigned long long) r->dPkts, (unsigned long long) r->dOctets, duration,
+
r->srcport, r->dstport, r->tcp_flags, r->prot);
+
+ *s = data_string;
+
+} // End of flow_record_svm
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+
+

void flow_record_to_csv(void *record, char ** s, int anon, int tag) {
uint64_t anon_ip[2];
char
*_s, as[IP_STRING_LEN], ds[IP_STRING_LEN];
diff -Naur nfdump-1.6.1.orig/bin/nf_common.h nfdump-1.6.1/bin/nf_common.h
--- nfdump-1.6.1.orig/bin/nf_common.h 2010-05-10 17:30:19.000000000 +0200
+++ nfdump-1.6.1/bin/nf_common.h 2010-05-10 17:30:31.000000000 +0200
@@ -106,6 +106,8 @@
void flow_record_to_csv(void *record, char ** s, int anon, int tag);
+void flow_record_to_svm(void *record, char ** s, int anon, int tag);
+
int ParseOutputFormat(char *format, int plain_numbers);
void format_special(void *record, char ** s, int anon, int tag);
diff -Naur nfdump-1.6.1.orig/bin/nfdump.c nfdump-1.6.1/bin/nfdump.c
--- nfdump-1.6.1.orig/bin/nfdump.c 2010-05-10 17:30:19.000000000 +0200
+++ nfdump-1.6.1/bin/nfdump.c 2010-05-10 17:30:31.000000000 +0200
@@ -209,6 +209,7 @@
{ "bilong",
format_special,
FORMAT_bilong
},
{ "pipe",
flow_record_to_pipe,
NULL
},
{ "csv",
flow_record_to_csv,
NULL
},
+ { "svm",
flow_record_to_svm,
NULL
},
// add your formats here
// This is always the last line
@@ -283,6 +284,7 @@
"\t\t extended Even more information.\n"
"\t\t csv
',' separated, machine parseable output format.\n"
"\t\t pipe
'|' separated legacy machine parseable output format.\n
"
+
"\t\t svm
Outputs flows ready for svm-scale(1).\n"
"\t\t\tmode may be extended by '6' for full IPv6 listing. e.g.long6,
extended6.\n"
"-v <file>\tverify netflow data file. Print version and blocks.\n"
"-x <file>\tverify extension records in netflow data file.\n"
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svm-scale Patch

diff -Naur libsvm-2.91.orig/svm-scale.c libsvm-2.91/svm-scale.c
--- libsvm-2.91.orig/svm-scale.c 2009-03-16 16:16:05.000000000 +0100
+++ libsvm-2.91/svm-scale.c 2010-05-30 15:15:12.000000000 +0200
@@ -13,6 +13,7 @@
"-u upper : x scaling upper limit (default +1)\n"
"-y y_lower y_upper : y scaling limits (default: no y scaling)\n"
"-s save_filename : save scaling parameters to save_filename\n"
+ "-n : do not skip zero values\n"
"-r restore_filename : restore scaling parameters from restore_filename\n"
);
exit(1);
@@ -22,6 +23,7 @@
int max_line_len = 1024;
double lower=-1.0,upper=1.0,y_lower,y_upper;
int y_scaling = 0;
+int skip_zero_values = 1;
double *feature_max;
double *feature_min;
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double y_max = -DBL_MAX;
@@ -60,6 +62,7 @@
break;
case 's': save_filename = argv[i]; break;
case 'r': restore_filename = argv[i]; break;
+
case 'n': skip_zero_values = 0; i--; break;
default:
fprintf(stderr,"unknown option\n");
exit_with_help();
@@ -333,7 +336,7 @@
void output(int index, double value)
{
/* skip single-valued attribute */
- if(feature_max[index] == feature_min[index])
+ if((feature_max[index] == feature_min[index]) && skip_zero_values)
return;
if(value == feature_min[index])
@@ -345,7 +348,7 @@
(value-feature_min[index])/
(feature_max[index]-feature_min[index]);
- if(value != 0)
+ if(value != 0 || skip_zero_values == 0)
{
printf("%d:%g ",index, value);
new_num_nonzeros++;
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One-Class SVM Wrapper

from util import *
from svm import *
from svmutil import *
class OneClassSVM:
"""
Wrapper for the libsvm python bindings.
The SVM assumes the training and testing data to be appropriately
scaled, e.g., by using svm-scale(1).
gamma: determines x 1/len(features) - at least for binary SVM
nu:
determines fraction of outliers: 0 < nu < 1. low nu = much data
inside sphere
"""
def __init__( self, params={"gamma":0.2, "nu":0.005, "kernel":2} ):
"""Initializes the object by setting the model parameters."""
self.params = params
self.model = 0
self.kernels = ["Linear", "Polynomial", "RBF", "Sigmoid", "Precomputed"]
dbg("initialized one-class SVM (params: %s)" % self.__formatParams())
def __formatParams( self ):
"""Formats the given parameters for the SVM so that they are more
readable."""

B. Code
28
29
return "gamma=%s, nu=%s, kernel=%s" % (self.params["gamma"],
30
self.params["nu"], self.kernels[self.params["kernel"]])
31
32
33
def trainModel( self, trainData ):
34
"""Trains an SVM model by making use of the previously set parameters
35
and the given training data."""
36
37
y, x = self.__readDataSet(trainData)
38
dbg("imported training data for SVM")
39
arg = "-s 2 -t %s -g %s -n %s" % (str(self.params["kernel"]),
40
str(self.params["gamma"]), str(self.params["nu"]))
41
self.model = svm_train(y, x, arg)
42
dbg("trained SVM model (cmd: svm-train %s)" % arg)
43
44
45
def __readDataSet( self, dataSet ):
46
# returns label (y) and value vector (x)
47
if type(dataSet) == type(""):
48
y, x = svm_read_problem(dataSet)
49
else:
50
y, x = self.__parseDataSet(dataSet)
51
return y, x
52
53
54
def __parseDataSet( self, dataSet ):
55
"""Taken from svmutil.py from libsvm."""
56
57
y, x = [], []
58
for line in dataSet:
59
line = line.split(None, 1)
60
if len(line) == 1:
61
line += ['']
62
label, features = line
63
xi = {}
64
for e in features.split():
65
ind, val = e.split(":")
66
xi[int(ind)] = float(val)
67
y += [float(label)]
68
x += [xi]
69
return (y, x)
70
71
72
def predictData( self, dataSet ):
73
dbg("predicting given data")
74
y, x = self.__readDataSet(dataSet)
75
# label - predicted label (either 1 or -1)
76
# acc - accuracy/mean squared error/squared correleation soefficient
77
# val - probability values
78
label, acc, val = svm_predict(y, x, self.model)
79
return label
80
81
82 class NIDSOneClassSVM( OneClassSVM ):
83
84
def evaluate( self, benignData, maliciousData ):
85
"""Provides an enhanced evaluation function which takes labeled
86
malicious as well as benign testing data and predicts it. This way,
87
additional performance metrics such as false positives and true
88
negatives can be calculated."""
89

89
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# start with predicting both testing sets
benign = self.predictData(benignData)
malicious = self.predictData(maliciousData)

90
91
92
93
94
95
96
97
98
99
100
101
102
103
104

fPos
fNeg
tPos
tNeg

=
=
=
=

benign.count(1.0)
malicious.count(-1.0)
malicious.count(1.0)
benign.count(-1.0)

fPosRate = float(fPos) / (fPos + tNeg) # false alarm rate
fNegRate = float(fNeg) / (fNeg + tPos) # miss rate
dbg("FAR=%s, MR=%s" % (str(fPosRate), str(fNegRate)))
return [fPosRate, fNegRate]
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Cross Validation

from svm import *
from util import *
from ocsvm import *
import os, pprocess
class CrossValidation:
"""
Takes ready-to-use ML model with parameters already set.
Performs parallelized k-folded CV and returns results.
"""
def __init__( self, mla, dataSet, benignTestSet="", folds=10 ):
"""Initialize the CV object by setting parameters."""
# read data from file if necessary
if type(dataSet) == type(""):
self.dataSet = self.__readDataSet(dataSet)
else:
self.dataSet = dataSet
# read data from file if necessary
if type(benignTestSet) == type(""):
self.benignTestSet = self.__readDataSet(benignTestSet)
else:
self.benignTestSet = benignTestSet
self.mla = mla
self.dataSetSize = len(self.dataSet)
self.folds = folds
self.result = []
def __validateFold( self, dataSetList ):
"""Validates a single fold by first training and then evaluating the
given machine learning model."""
trainData, benignData, maliciousData = dataSetList
print ".",
dbg("validating with %d train, %d benign, %d malicious test" % \
(len(trainData), len(benignData), len(maliciousData)))
self.mla.trainModel(trainData)
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# returns a list with the results of each iteration (= fold)
return self.mla.evaluate(benignData, maliciousData)
def run( self ):
"""Performs the cross validation by a) folding, b) training, c)
testing. The results of each iteration are stored and finally
returned."""
dataSetList = []
for fold in xrange(self.folds):
train, test = self.__splitDataSet(fold)
dataSetList.append((train, self.benignTestSet, test))
return pprocess.pmap(self.__validateFold, dataSetList)
def __splitDataSet( self, fold ):
"""Splits the data set to training and testing data - depending on the
current fold. This is done for each iteration of the cross
validation."""
testSize = self.dataSetSize / self.folds
test = self.dataSet[testSize*fold : testSize*(fold+1)]
train = self.dataSet[:testSize*fold] + self.dataSet[testSize*(fold+1):]
return (train, test)
def __readDataSet( self, dataSet ):
"""Reads the given data set and returns the result."""

B.3.3

dbg("importing testing/training set")
fd = open(dataSet, "r")
data = fd.readlines()
fd.close()
return data

Feature Subset Generator

1 from util import *
2 import string, itertools, re
3
4
5 def calculateSubsets( ):
6
"""Builds lookup table which is used for checking to which feature subset
7
an index value maps to."""
8
9
lookUp = ["undef"] * 127
10
subsetCnt = 0
11
features = [
12
"packets", "octets", "duration", "srcport",
13
"dstport", "tcpflags", "protocol"
14
]
15
16
for r in xrange(1, len(features) + 1):
17
for subset in itertools.combinations(features, r):
18
lookUp[subsetCnt] = subset
19
subsetCnt += 1
20
return lookUp
21
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22
23 def possibleFeatureSubsets( *dataSets ):
24
"""Iterates over all possible feature subsets of the given data sets. For a
25
data set with 7 features, there are 2^7 - 1 i.e., 127 subsets. All given
26
data sets must exhibit the same amount of features. Thus a patch for
27
svm-scale(1) was written which prevents the skipping of zero-valued fields.
28
The given data sets are file names."""
29
30
mergedSet = []
31
lenList = [0]
32
33
# read all data sets at once from the respective files
34
dataSets = map(lambda fileName: open(fileName).readlines(), dataSets)
35
36
# save length of each data sets (later needed for splitting)
37
map(lambda dataSet: lenList.append(len(dataSet)), dataSets)
38
39
# merge data sets to a single one without the label (this eases processing)
40
map(lambda dataSet: map(lambda line: mergedSet.append(line[1:]), dataSet),
dataSets)
41
42
# clean merged data set (strip()) and split it into its
43
# single features (split())
44
mergedSet = map(lambda line: line.strip().split(), mergedSet)
45
46
# transpose merged data set to lists instead of tuples
47
# (for reordering the indices)
48
transposedDataSet = map(lambda element: list(element), zip(*mergedSet))
49
50
# now build all possible combinations (2**len(features) - 1)
51
# and yield temporary results
52
for r in xrange(1, len(transposedDataSet) + 1):
53
for featureSubset in itertools.combinations(transposedDataSet, r):
54
# reorder indices - they have to start with 1 and increment
55
# with each feature
56
index = 1
57
for i in xrange(len(featureSubset)): # iterate over columns
58
for j in xrange(len(featureSubset[i])): # iterate over lines of columns
59
featureSubset[i][j] = re.sub(".:", "%d:" % index, featureSubset[i][j])
60
index += 1
61
# transpose merged data set back and re-add label
62
tempSubset = map(lambda line: string.join(line, "\t"), zip(*featureSubset)
)
63
tempSubset = map(lambda line: "0\t" + line, tempSubset)
64
# split merged data set back to the original data sets
65
yield [tempSubset[lenList[i] : (lenList[i] + lenList[i+1])] for i in
xrange(len(lenList[:-1]))]
66
67
68 def getFeatureAmount( fileName ):
69
"""Determines the amount of features of the given file by taking a look at
70
the first line."""
71
72
f = open(fileName)
73
line = f.readline()
74
f.close()
75
return len(line.strip().split()) - 1
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Coarse Grained Feature and Model Selection
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#!/usr/bin/env python
import sys, time, signal
from cv import *
from ocsvm import *
from util import *
from features import *
results = {}
config = {
"folds":8,
"trainingSet":"datasets/final-malicious-validationset_scaled.txt",
"testingSet":"datasets/final-benign-validationset_scaled.txt",
}
def calcErrorRate( l ):
"""Calculates mean error rates out of the given single error rates of the
individual CV folds."""
t = zip(*l)
fPos, fNeg = [reduce(lambda x, y: x + y, t[i]) / len(t[i]) for i in range(2)]
return (fPos, fNeg)
def findBestErrorRate( d ):
"""Determines the best error rates by first selecting the lowest false
alarm rate and then selecting the lowest miss rate if there are several
pairs with an equal FAR."""
lowest = ((1,1),(1,1))
def fPos( p ): return p[0][0]
def fNeg( p ): return p[0][1]
for pair in d.iteritems():
# new lowest FAR found
if fPos(pair) < fPos(lowest):
lowest = pair
# equal FAR - take a look at MR
elif fPos(pair) == fPos(lowest):
if fNeg(pair) < fNeg(lowest):
lowest = pair
return lowest
def writeResultsToFile( ):
"""Writes results of model and feature selection to file for later
processing."""
fd = open("optimisation-results-" + time.strftime("%Y-%m-%d_%H-%M") + ".txt",
"w")
for key in results:
fd.write(str(key) + " --> " + str(results[key]) + "\n")
fd.close()

51
52
53
54
55
56 def sigtermHandler( signum, frame ):
57
"""Writes data to file when <ctrl>+c is pressed."""
58
59
vbs("caught signal %d. flushing results." % signum)
60
writeResultsToFile()
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61
sys.exit(0)
62
63
64 def printResults( resultList ):
65
"""Determines the best results of the given lists and prints them well
66
readable."""
67
68
best = findBestErrorRate(resultList)
69
vbs("best found feature subset / model parameters for %d-folded CV:" % config[
"folds"])
70
vbs("gamma
: %s" % str(best[1][0]))
71
vbs("nu
: %s" % str(best[1][1]))
72
vbs("feature subset
: %s" % str(best[1][2]))
73
vbs("grid search results
: %s%% false alarm rate, %s%% miss rate" % (str(
best[0][0]*100), str(best[0][1]*100)))
74
75
76 if __name__ == '__main__':
77
subsetCnt = 0
78
numFeatures = getFeatureAmount(config["trainingSet"])
79
lookUp = calculateSubsets()
80
81
# itertools.combinations() requires at least v2.6
82
if sys.version_info < (2, 6):
83
print "python version >= 2.6 necessary"
84
sys.exit(0)
85
86
signal.signal(signal.SIGINT, sigtermHandler)
87
88
vbs("beginning feature and parameter selection with the following options:\n"
+ \
89
"CV-folds = %s\ntesting-set = %s\ntraining-set = %s" \
90
% (config["folds"], config["testingSet"], config["trainingSet"]))
91
92
# level 1 - iterating over all possible feature subsets
93
for trainingSet, testingSet in possibleFeatureSubsets(config["trainingSet"],
config["testingSet"]):
94
vbs("starting model selection with feature subset %d of %d" % (subsetCnt +
1, 2**numFeatures))
95
tmpResults = {}
96
97
# level 2 - iterating over all possible gamma values,
98
# based on 1/len(features)
99
for gamma in [0.1, 0.3, 0.5, 1.0, 2.0, 5.0, 10.0]:
100
101
print "gamma: " + str(gamma)
102
# level 3 - iterating over all possible nu values
103
for nu in [0.001, 0.201, 0.401, 0.601, 0.801]:
104
105
# level 4 - performing cross validation for the given tuple
106
# of (feature subset / gamma / nu)
107
ocsvm = NIDSOneClassSVM({"gamma":gamma, "nu":nu, "kernel":2})
108
cv = CrossValidation(ocsvm, trainingSet, testingSet, folds=config["folds
"])
109
errorRate = calcErrorRate(cv.run())
110
tmpResults[errorRate] = (gamma, nu, lookUp[subsetCnt])
111
# write everything to file for later processing
112
print >>sys.stderr, "%.20f %.20f : gamma=%s nu=%s features=%s" % (
errorRate[0], errorRate[1], str(gamma), str(nu), str(lookUp[subsetCnt]))
113
print "nu: " + str(nu)
114
115
printResults(tmpResults)
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116
117
118
119
120
121
122
123
124

results.update(tmpResults)
subsetCnt += 1
# write detailed results of each iteration to file
writeResultsToFile()
# determine and print best overall results
print
printResults(results)
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Fine Grained Model Selection

#!/usr/bin/env python
import sys, time, signal
from cv import *
from ocsvm import *
from util import *
from features import *
results = {}
config = {
"folds":8,
"trainingSet":"datasets/malicious-subset.txt",
"testingSet":"datasets/benign-subset.txt",
}
def calcErrorRate( l ):
"""Calculates mean error rates out of the given single error rates of the
individual CV folds."""
t = zip(*l)
fPos, fNeg = [reduce(lambda x, y: x + y, t[i]) / len(t[i]) for i in range(2)]
return (fPos, fNeg)
def findBestErrorRate( d ):
"""Determines the best error rates by first selecting the lowest false
alarm rate and then selecting the lowest miss rate if there are several
pairs with an equal FAR."""
lowest = ((1,1),(1,1))
def fPos( p ): return p[0][0]
def fNeg( p ): return p[0][1]
for pair in d.iteritems():
# new lowest FAR found
if fPos(pair) < fPos(lowest):
lowest = pair
# equal FAR - take a look at MR
elif fPos(pair) == fPos(lowest):
if fNeg(pair) < fNeg(lowest):
lowest = pair
return lowest
def writeResultsToFile( ):
"""Writes results of model and feature selection to file for later
processing."""
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fd = open("optimisation-results-" + time.strftime("%Y-%m-%d_%H-%M") + ".txt",
"w")
for key in results:
fd.write(str(key) + " --> " + str(results[key]) + "\n")
fd.close()

51
52
53
54
55
56 def sigtermHandler( signum, frame ):
57
"""Writes data to file when <ctrl>+c is pressed."""
58
59
vbs("caught signal %d. flushing results." % signum)
60
writeResultsToFile()
61
sys.exit(0)
62
63
64 def printResults( resultList ):
65
"""Determines the best results of the given lists and prints them well
66
readable."""
67
68
best = findBestErrorRate(resultList)
69
vbs("best found feature subset / model parameters for %d-folded CV:" % config[
"folds"])
70
vbs("gamma
: %s" % str(best[1][0]))
71
vbs("nu
: %s" % str(best[1][1]))
72
vbs("feature subset
: %s" % str(best[1][2]))
73
vbs("grid search results
: %s%% false alarm rate, %s%% miss rate" % (str(
best[0][0]*100), str(best[0][1]*100)))
74
75
76 if __name__ == '__main__':
77
subsetCnt = 0
78
numFeatures = getFeatureAmount(config["trainingSet"])
79
lookUp = calculateSubsets()
80
81
# itertools.combinations() requires at least v2.6
82
if sys.version_info < (2, 6):
83
print "python version >= 2.6 necessary"
84
sys.exit(0)
85
86
signal.signal(signal.SIGINT, sigtermHandler)
87
88
vbs("beginning feature and parameter selection with the following options:\n"
+ \
89
"CV-folds = %s\ntesting-set = %s\ntraining-set = %s" \
90
% (config["folds"], config["testingSet"], config["trainingSet"]))
91
92
# level 1 - iterating over all possible gamma values, based on 1/len(features)
93
for gamma in [ \
94
0.01, 0.02, 0.03, 0.04, 0.05, 0.06, 0.07, 0.08, 0.09, 0.1, \
95
0.11, 0.12, 0.13, 0.14, 0.15, 0.16, 0.17, 0.18, 0.19, 0.2, \
96
0.21, 0.22, 0.23, 0.24, 0.25, 0.26, 0.27, 0.28, 0.29 ]:
97
98
# level 2 - iterating over all possible nu values
99
tmpResults = {}
100
print "gamma: " + str(gamma)
101
for nu in [ \
102
0.01, 0.02, 0.03, 0.04, 0.05, 0.06, 0.07, 0.08, 0.09, 0.1, \
103
0.11, 0.12, 0.13, 0.14, 0.15, 0.16, 0.17, 0.18, 0.19, 0.2, \
104
0.21, 0.22, 0.23, 0.24, 0.25, 0.26, 0.27, 0.28, 0.29, 0.3, \
105
0.31, 0.32, 0.33, 0.34, 0.35, 0.36, 0.37, 0.38, 0.39 ]:
106
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# level 3 - performing cross validation for the given tuple
# of (feature subset / gamma / nu)
ocsvm = NIDSOneClassSVM({"gamma":gamma, "nu":nu, "kernel":2})
cv = CrossValidation(ocsvm, config["trainingSet"], config["testingSet"],
folds=config["folds"])
errorRate = calcErrorRate(cv.run())
tmpResults[errorRate] = (gamma, nu, lookUp[subsetCnt])
# write everything to file for later processing
print >>sys.stderr, "%.20f %.20f : gamma=%s nu=%s features=%s" % (
errorRate[0], errorRate[1], str(gamma), str(nu), str(lookUp[subsetCnt]))
print "nu: " + str(nu)
if gamma in [0.01, 0.03, 0.05, 0.07, 0.09, 0.11, 0.13, 0.15, 0.17, 0.19,
0.21, 0.23, 0.25, 0.27, 0.29]:
if nu in [0.01, 0.03, 0.05, 0.07, 0.09, 0.11, 0.13, 0.15, 0.17, 0.19,
0.21, 0.23, 0.25, 0.27, 0.29, 0.31, 0.33, 0.35, 0.37, 0.39]:

107
108
109
110
111
112
113
114
115
116
117
118
119
120
121
122
123
124
125
126
127
128
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printResults(tmpResults)
results.update(tmpResults)
subsetCnt += 1
# write detailed results of each iteration to file
writeResultsToFile()
# determine and print best overall results
print
printResults(results)

B.3.6

Utility Functions

1 def dbg( msg ):
2
print "\033[0;34m[DBG]\033[m %s" % msg
3
pass
4
5
6 def vbs( msg ):
7
print "\033[0;31m[VBS]\033[m %s" % msg

Acronyms
BGP . . . . . . . . . . . . . . Border Gateway Protocol
CWR

. . . . . . . . . . . . . Congestion Window Reduced

DNS . . . . . . . . . . . . . . Domain Name System
DoS . . . . . . . . . . . . . . Denial of Service
ECN . . . . . . . . . . . . . . Explicit Congestion Notification
ER . . . . . . . . . . . . . . . Entity Relationship
FTP . . . . . . . . . . . . . . File Transfer Protocol
GA

. . . . . . . . . . . . . . Genetic Algorithm

HMM . . . . . . . . . . . . . Hidden Markov Models
HTTP . . . . . . . . . . . . . Hyper Text Transfer Protocol
HTTPS . . . . . . . . . . . . Hyper Text Transfer Protocol Secure
ICMP . . . . . . . . . . . . . Internet Control Message Protocol
IETF

. . . . . . . . . . . . . Internet Engineering Task Force

IP . . . . . . . . . . . . . . . Internet Protocol
IPFIX . . . . . . . . . . . . . IP Flow Information EXport
NIDS
OSI

. . . . . . . . . . . . . Network Intrusion Detection System
. . . . . . . . . . . . . . Open Systems Interconnection

P2P . . . . . . . . . . . . . . Peer to Peer
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Acronyms
RBF . . . . . . . . . . . . . . Radial Basis Function
RFC . . . . . . . . . . . . . . Request For Comment
ROC . . . . . . . . . . . . . . Receiver Operating Characteristic
SNMP . . . . . . . . . . . . . Simple Network Management Protocol
SQL . . . . . . . . . . . . . . Simple Query Language
SSH . . . . . . . . . . . . . . Secure SHell
SVM . . . . . . . . . . . . . . Support Vector Machines
TCP . . . . . . . . . . . . . . Transmission Control Protocol
U-SVM . . . . . . . . . . . . Unsupervised Support Vector Machines
UDP . . . . . . . . . . . . . . User Datagram Protocol
WAN

. . . . . . . . . . . . . Wide Area Network
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